
 

 
KARNATAKA STATE OPEN UNIVERSITY 

MUKTHAGANGOTRI, MYSORE –570 006 

 

Master of Library and Information Science 

 

M.Lib.I.Sc - 3 
 

 

 

CONTENT ANALYSIS, 

ORGANIZATION AND 

DEVELOPMENT 
 

 

 

BLOCK - 3 
 

 

 

 

 

 



      M.Lib.I.Sc – 3 
CONTENT ANALYSIS, ORGANIZATION AND DEVELOPMENT 

 

 

 

 

 

 

 
 

BLOCK  

   3 
 

CONTENT DEVELOPMENT  

  

 

 

 

 

 

Unit -9 

SGML 

Unit -10 

HTML      

Unit -11 

XML 

Unit -12 

Web servers 

 

 



INSTRUCTIONAL DESIGN AND EDITORIAL COMMITTEE 

COURSE DESIGN 

Prof. D. Shivalingaiah                                                    Chairman 

Vice Chancellor 

Karnataka State Open University 

Mukthagangotri, Mysuru-570006 

Prof. M. Mahadevi                                                         Convener 

Dean (Academic) 

Karnataka State Open University 

Mukthagangotri, Mysuru-570006 

COURSE COORDINATOR  

Shilpa Rani N R 

Chairperson 

Department of Studies in Library and Information Science 

Karnataka State Open University, Mukthagangotri, Mysuru-570006 

COURSE EDITORS 

Prof. M A Gopinath            Prof. A Y Asuudi 

Professor (Retd.) in LISc           Professor (Retd.) in LISc 

DRTC, ISI Building, Mysore Road,          Bangalore University  

Bangalore             Bangalore 

Dr. N. S Harinarayana                       Prof. V. G. Talwar 

Senior Lecturer                        Professor in LISc 

Dept. of Library & Information Science                    Dept. of Library & Information Science  

University of Mysore, Mysore -06                    University of Mysore, Mysore -06 

COURSE WRITER                                            BLOCK EDITOR 

Smt. Malathi Sriram               Dr. N B Pangannaya 
Asst.Professor – Systems               Retd. Professor 

SDM Institute for Management Development          Dept. of Library & Information Science 

#1, Chamundi Hill Road,Siddarthanagar PO             University of Mysore 

Mysore - 570 011                                                       Mysore -06 

PUBLISHER 

Registrar 

Karnataka State Open University 

Mukthagangotri, Mysuru-570006 

Developed by Academic Section KSOU, Mysore 

Copy Right: KARNATAKA STATE OPEN UNIVERSITY,2017 

 

© All rights reserved. No part of this work may be reproduced in any form, by mimeograph or 

any other means, without permission in writing from Karnataka State Open University. 

This courseware is printed and published by The Registrar, Karnataka State Open University, 

Mysuru for limited use only. No individual or collaborative institution can use / print / distribute 

in any form without the written permission from KSOU. For user rights of this content and for 

other queries contact The Planning and Development Officer, KSOU, Mysuru 570 006. 

Digital delivery of this courseware is also available for those who opt. For more details visit 

www.ksoustudymaterial.com or www.ksoumysore.edu.in/digitalcontent 

http://www.ksoustudymaterial.com/
http://www.ksoumysore.edu.in/digitalcontent


 

M.Lib.I.Sc: CONTENT ANALYSIS, ORGANIZATION AND    DEVELOPMENT 

Block – 3 : CONTENT DEVLOPMENT   

Block Introduction 
 

A markup language combines text and extra information about the text. The extra 

information, for example about the text's structure or presentation, is expressed using 

markup, which is intermingled with the primary text. The best-known markup language in 

modern use is HTML (HyperText Markup Language), one of the foundations of the World 

Wide Web. Originally markup was used in the publishing industry in the communication of 

printed work between authors, editors, and printers. 
 

Unit 9 discusses about HTML.  An HTML (Hypertext Markup Language) is a way 

of marking up text and graphics so that the most popular web browsers can interpret them. 

HTML consists of a set of markup tags with specific meanings. Moreover, HTML is a very 

basic type of SGML markup that is easy to learn and easy for computer applications to 

generate. But the simplicity of HTML is both its virtue and its weakness. Because of 

HTML's limitations, web users and programmers have had to extend and enhance it by a 

series of customizations and revisions that still fall short of accommodating current, to say 

nothing of future, needs. 

 

Unit 10 gives an overview on SGML.  SGML, on the other hand, is an international 

standard that describes how markup languages are defined. SGML does not consist of 

particular tags or the rules for their usage. HTML is an example of a markup language 

defined in SGML. 
 

Unit 11 is on XML.  XML promises an intelligent improvement over HTML, and 

compatibility with it is already being built into the most popular web browsers. XML is not 

a new markup language designed to compete with HTML, and it's not designed to create 

conversion headaches for people with tons of HTML documents. XML is intended to 

alleviate compatibility problems with browser software; it's a new, easier version of the 

standard rules that govern the markup itself, or, in other words, a new version of SGML. 

The rules of XML are designed to make it easier to write both applications that interpret its 

type of markup and applications that generate its markup. XML was developed by a team 

of SGML experts who understood and sought to correct the problems of learning and 

implementing SGML. XML is also extensible markup, which means that it is customizable. 

A browser or word processor that is XML-capable will be able to read any XML-based 

markup language that an individual user defines. 
 

Webservers form the main content of unit 12.  At its core, a Web server serves 

static content to a Web browser by loading a file from a disk and serving it across the 

network to a user's Web browser. This entire exchange is mediated by the browser and 

server talking to each other using HTTP. 
 

These blocks will help you to get a glimpse of all the four distinct aspects of 

webpage design.  We hope this would help you to prepare an effective webpages for your 

organization.         

Prof. N.B. Pangannaya 

http://en.wikipedia.org/wiki/HTML
http://en.wikipedia.org/wiki/HyperText
http://en.wikipedia.org/wiki/WWW
http://en.wikipedia.org/wiki/WWW
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10. Complicating the Issue: More on Element Declarations 

10.1Exceptions to the Content Model  

10.2 Concurrent Structures  

11. Attributes  

12. Using SGML 

13. Self check exercises  

14. Key words 
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1.0Objectives 

- Introduction to SGML 

- Understand SGML constructs 

- A few programs for demonstration 

 

 

2. Introduction to SGML 

 

Since the late eighties there has been a transition from book publishing to various forms 

of electronic media. The transition is just an endorsement of the fact that computers and 

electronics have become all pervasive, in all gamut of human activity.   

 

With the increase in the information that humans have to contend with, the use of 

electronics and computers are hugely handy; particularly for the preparation of telephone 

directories, dictionaries, or law texts---to mention just a few examples. In such cases it is 

not only the volume of the data that is important, but also the need for it to be kept 

constantly up-to-date.  

 

Once data have been stored in electronic form one can derive multiple products from a 

single source document. For instance, an address list can be turned into a directory on 
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paper, but it can also be put on CD-ROM , as a data-base allowing interactive or e-mail 

access on the Internet or to print a series of labels.  

 

Historically, the word markup has been used to describe annotation or other marks within 

a text intended to instruct a compositor or typist how a particular passage should be 

printed or laid out. Examples include wavy underlining to indicate boldface, special 

symbols for passages to be omitted or printed in a particular font and so forth. As the 

formatting and printing of texts was automated, the term was extended to cover all sorts 

of special markup codes inserted into electronic texts to govern formatting, printing, or 

other processing. 

 

Generalizing from that sense, we define markup, or (synonymously) encoding, as any 

means of making explicit an interpretation of a text. At a basic level, all printed texts are 

encoded in this sense: punctuation marks, use of capitalization, disposition of letters 

around the page, even the spaces between words, might be regarded as a kind of markup, 

the function of which is to help the human reader determine where one word ends and 

another begins, or how to identify gross structural features such as headings or simple 

syntactic units such as dependent clauses or sentences. Encoding a text for computer 

processing is in principle, like transcribing a manuscript from scriptio continua 

(continuous text without spaces between the words) to how the content of the text should 

be interpreted.  

 

By markup language we mean a set of markup conventions used together for encoding 

texts. A markup language must specify what markup is allowed, what markup is required, 

how markup is to be distinguished from text, and what the markup means. SGML 

provides the means for doing the first three; documentation such as these Guidelines is 

required for the last.  

 

SGML is an international standard for the description of marked-up electronic text. More 

exactly, SGML is a metalanguage, that is, a means of formally describing a language, in 

this case, a markup language. Before going any further we should define these terms. 
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3 Characteristics of  SGML 

There are three characteristics of SGML which distinguish it from other markup 

languages:  

- its emphasis on descriptive rather than procedural markup;  

- its document type concept; and  

- its independence of any one system for representing the script in which a text 

is written.  

 

3.1 Descriptive Markup 

A descriptive markup system uses markup codes which simply provide names to 

categorize parts of a document. Markup codes such as <para> or \end{list} simply 

identify a portion of a document and assert of it that ``the following item is a paragraph,'' 

or ``this is the end of the most recently begun list,'' etc.  

 

By contrast, a procedural markup system defines what processing is to be carried out at 

particular points in a document: ``call procedure PARA with parameters 1, b and x here'' 

or ``move the left margin 2 quads left, move the right margin 2 quads right, skip down 

one line, and go to the new left margin,'' etc.  

 

In SGML, the instructions needed to process a document for some particular purpose (for 

example, to format it) are sharply distinguished from the descriptive markup which 

occurs within the document. Usually, they are collected outside the document in separate 

procedures or programs.  

With descriptive instead of procedural markup the same document can readily be 

processed by many different pieces of software, each of which can apply different 

processing instructions to those parts of it which are considered relevant. For example, 

one program might extract names of persons and places from a document to create an 

index or database, while another, operating on the same text, might print names of 

persons and places in a distinctive typeface.  
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3.2 Types of Document 

Secondly, SGML introduces the notion of a document type, and hence a document type 

definition (DTD). Documents are regarded as having types, just as other objects 

processed by computers do. The type of a document is formally defined by its constituent 

parts and their structure. The definition of a report, for example, might be that it consisted 

of a title and possibly an author, followed by an abstract and a sequence of one or more 

paragraphs. Anything lacking a title, according to this formal definition, would not 

formally be a report, and neither would a sequence of paragraphs followed by an abstract, 

whatever other report-like characteristics these might have for the human reader.  

If documents are of known types, a special purpose program (called a parser) can be used 

to process a document claiming to be of a particular type and check that all the elements 

required for that document type are indeed present and correctly ordered. More 

significantly, different documents of the same type can be processed in a uniform way. 

Programs can be written which take advantage of the knowledge encapsulated in the 

document structure information, and which can thus behave in a more intelligent fashion.  

 

3.3  Data Independence  

A basic design goal of SGML was to ensure that documents encoded according to its 

provisions should be portable from one hardware and software environment to another 

without loss of information. The two features discussed so far both address this 

requirement at an abstract level; the third feature addresses it at the level of the strings of 

bytes (characters) of which documents are composed. SGML provides a general purpose 

mechanism for string substitution, that is, a simple machine-independent way of stating 

that a particular string of characters in the document should be replaced by some other 

string when the document is processed. One obvious application for this mechanism is to 

ensure consistency of naming; another, more significant one, is to counter the notorious 

inability of different computer systems to understand each other's character sets. 

 

3.4 Textual Structure 

A text is not an undifferentiated sequence of words, much less of bytes. For different 

purposes, it may be divided into many different units, of different types or sizes. A prose 
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text such as this one might be divided into sections, chapters, paragraphs, and sentences. 

A verse text might be divided into cantos, stanzas, and lines. Once printed, sequences of 

prose and verse might be divided into volumes, gatherings, and pages.  

Structural units of this kind are most often used to identify specific locations or reference 

points within a text ( ``the third sentence of the second paragraph in chapter ten''; ``canto 

10, line 1234''; ``page 412,'' etc.) but they may also be used to subdivide a text into 

meaningful fragments for analytic purposes ( ``is the average sentence length of section 2 

different from that of section 5?'' ``how many paragraphs separate each occurrence of the 

word nature?'' ``how many pages?''). A dramatic text might regard each speech by a 

different character as a unit of one kind, and stage directions or pieces of action as units 

of another kind.  

 

These textual structures overlap with each other in complex and unpredictable ways. 

Particularly when dealing with texts as instantiated by paper technology, the reader needs 

to be aware of both the physical organization of the book and the logical structure of the 

work it contains.  

 

4.0 Who Uses SGML? 

   

With the appearance of new techniques and needs linked to the constantly increasing 

importance of electronic data processing, the traditional way of exchanging documents 

has been drastically changed. Today, SGML has become a ubiquitous tool for document 

handling and text processing.  

First among the application areas we will consider in which SGML is at present actively 

used is the work of the  

- American Association of Publishers (AAP). The AAP (see AAP to AAPc) 

selected three types of documents in the field of publishing: a book, a series 

publication, and an article. Together, the AAP and the EPS (European 

Physical Society) have proposed a standard method for marking up scientific 

documents (especially tables and mathematical documents).  
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- Another application actively developed during the last few years is the CALS 

(Computer-aided Acquisition and Logistic Support) initiative of the American 

Department of Defense (DoD). This initiative aims at the replacement of 

paper documents by electronic media for the documentation of all arms 

systems.  

A few other examples of the use of SGML are :  

- the Publications Office of the European Communities (FORMEX);  the 

Association of German editors (Börsenverein des Deutschen Buchhandels); 

the British Library with `` SGML : Guidelines for editors and publishers'' and 

SGML : Guidelines for authors'';  

- the ISO Publishing Department and the British Patents Office (HMSO);  

- Oxford University Press and Virginia Polytechnic (PhD, USA);  

- the Text Encoding Initiative (classic texts and comments);  

- the technical documentation of many major computer manufacturers or 

scientific publishers, for instance the DocBook or other dedicated DTDs used 

by IBM, HP, OSF, O'Reilly, many text processing and data base applications 

have SGML  

- McGraw-Hill (Encyclopedia of Science and Technology);  

- the electronics industry (Pinacle), the aerospace industry and the airlines 

(Boeing, Airbus, Rolls Royce, Lufthansa, ), the pharmaceutical industry; press 

agencies;  

- text editors and tools with direct SGML interfaces, such as Arbortext, EBT, 

Exoterica, Grif, Softquad;  

- and, of course, HTML and WWW !  

 

5.0 SGML Basic Principles 

SGML is a standard method of representing the information contained in a document 

independently of the system used for input, formatting, or output.  

 

http://wwwasdoc.web.cern.ch/wwwasdoc/WWW/publications/sgmlen/footnode.html#952
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SGML uses the principle of logical document markup, and applies this principle in the 

form of the definition of a generalized markup language. SGML in itself does not define 

per se a markup language, put provides a framework to construct various kinds of 

markup languages, in other words SGML is as already mentioned a meta-language.  

 

6. SGML Structures 

This section describes the simple and consistent mechanism for the markup or 

identification of structural textual units which is provided by SGML. It also describes the 

methods SGML provides for the expression of rules defining how combinations of such 

units can meaningfully occur in any text.  

 

6.1 Elements 

The technical term used in the SGML standard for a textual unit, viewed as a structural 

component, is element. Different types of elements are given different names, but SGML 

provides no way of expressing the meaning of a particular type of element, other than its 

relationship to other element types. That is, all one can say about an element called (for 

instance) <streetname> is that instances of it may (or may not) occur within elements of 

type <city>, and that it may (or may not) be decomposed into elements of type 

<houseno>.  

 

It should be stressed that the SGML standard is entirely unconcerned with the semantics 

of textual elements these are application dependent. It is up to the creators of SGML 

conformant tag sets (such as these Guidelines) to choose intelligible names for the 

elements they identify and to document their proper use in text markup. That is one 

purpose of this document. From the need to choose element names indicative of function 

comes the technical term for the name of an element type, which is generic identifier, or 

GI.  

 

Within a marked up text (a document instance), each element must be explicitly marked 

or tagged in some way. The start- and end-tag pair are used to bracket off the element 
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occurrences within the running text. For example, a quotation element in a text might be 

tagged as follows:  

 

    ...  Rosalind's remarks <quote>This is the silliest stuff 

     that ere I heard of!</quote> clearly indicate ... 

 

As this example shows, a start-tag takes the form <name>, where the opening angle 

bracket indicates the start of the start-tag, ``name'' is the generic identifier of the element 

which is being delimited, and the closing angle bracket indicates the end of a tag. An end-

tag takes an identical form, except that the opening angle bracket is followed by a solidus 

(slash) character, so that the corresponding end-tag would be </name>.  

 

6.2 Content Models: An Example 

An element may be empty, that is, it may have no content at all, or it may contain simple 

text. More usually, however, elements of one type will be embedded (contained entirely) 

within elements of a different type.  

 

To illustrate this, we will consider a very simple structural model. Let us assume that we 

wish to identify within an anthology only poems, their titles, and the stanzas and lines of 

which they are composed. In SGML terms, our document type is the anthology, and it 

consists of a series of poems. Each poem has embedded within it one element, a title, and 

several occurrences of another, a stanza, each stanza having embedded within it a number 

of line elements. Fully marked up, a text conforming to this model might appear as 

follows:  

    <anthology> 

      <poem><title>The SICK ROSE</title> 

         <stanza> 

              <line>O Rose thou art sick.</line> 

              <line>The invisible worm,</line> 

              <line>That flies in the night</line> 

              <line>In the howling storm:</line> 
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         </stanza> 

         <stanza> 

              <line>Has found out thy bed</line> 

              <line>Of crimson joy:</line> 

              <line>And his dark secret love</line> 

              <line>Does thy life destroy.</line> 

         </stanza> 

      </poem> 

              <!-- more poems go here    --> 

    </anthology> 

  

White space and line breaks have been added to the example for the sake of visual clarity 

only; they have no particular significance in the SGML encoding itself. Also, the line  

              <!-- more poems go here    --> 

 

is an SGML comment and is not treated as part of the text.  

 

The ability to use rules stating which elements can be nested within others to simplify 

markup is a very important characteristic of SGML. Before considering these rules 

further, you may wish to consider how text marked up in the form above could be 

processed by a computer for very many different purposes.  

 

A simple indexing program could extract only the relevant text elements in order to make 

a list of titles, or of words used in the poem text; a simple formatting program could 

insert blank lines between stanzas, perhaps indenting the first line of each, or inserting a 

stanza number. Different parts of each poem could be typeset in different ways. 

A more ambitious analytic program could relate the use of punctuation marks to stanzaic 

and metrical divisions. And of course, the text as presented above can be transported 

from one computer to another and processed by any program (or person) capable of 

making sense of the tags embedded within it with no need for the sort of transformations 

and translations needed to move word processor files around.  
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7. Defining SGML Document Structures: The DTD 

Rules such as those described above are the first stage in the creation of a formal 

specification for the structure of an SGML document, or document type definition, 

usually abbreviated to DTD. In creating a DTD, the document designer may be as lax or 

as restrictive as the occasion warrants. 

A balance must be struck between the convenience of following simple rules and the 

complexity of handling real texts. This is particularly the case when the rules being 

defined relate to texts which already exist: the designer may have only the haziest of 

notions as to an ancient text's original purpose or meaning and hence find it very difficult 

to specify consistent rules about its structure. On the other hand, where a new text is 

being prepared to an exact specification, for example for entry into a textual database of 

some kind, the more precisely stated the rules, the better they can be enforced. It is 

important to remember that every document type definition is an interpretation of a text. 

There is no single DTD which encompasses any kind of absolute truth about a text. 

 

At present, SGML is most widely used in environments where uniformity of document 

structure is a major consideration. In the production of technical documentation, for 

example, it is of major importance that sections and subsections should be properly 

nested, that cross references should be properly resolved and so forth. In such situations, 

documents are seen as raw material to match against pre-defined sets of rules.  

However, the use of simple rules can also greatly simplify the task of tagging accurately 

elements of less rigidly constrained texts.  

 

7.1 Few More Words about the DTD: 

If one wants to apply the latest powerful data processing techniques to electronic 

documents, using the information about their structure, one must have ways to ensure that 

they are marked up without mistakes. One must also ensure that the structure of a 

document instance is coherent: a document must obey the rules laid out for documents of 

the given document class, according to the DTD for that class. To fulfill all these aims a 

DTD defines:  
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- The name of the elements that can be used;  

- The contents of each element  

- How often and in what order each element can occur;  

- If the begin or end tag can be omitted  

- Possible attributes and their default values  

- The name of the entities that can be used.  

- Transmitting the Information Relative to a Document 

 

7.2 An Example DTD 

A DTD is expressed in SGML as a set of declarative statements, using a simple syntax 

defined in the standard. For the simple model of a poem, the following declarations 

would be appropriate:  

 

                   Element name           Minimization    Content Model       Occurrence 

                                                   rules                                          Indicator  

    <!ELEMENT anthology       - -    (poem+)> 

    <!ELEMENT poem             - -    (title?, stanza+)> 

    <!ELEMENT title            - O    (#PCDATA)> 

    <!ELEMENT stanza           - O    (line+)> 

    <!ELEMENT line             O O    (#PCDATA)> 

 

 

These five lines are examples of formal SGML element declarations. A declaration, like 

an element, is delimited by angle brackets; the first character following the opening 

bracket must be an exclamation mark, followed immediately by one of a small set of 

SGML-defined keywords, specifying the kind of object being declared. The five 

declarations above are all of the same type:  

- Each begins with an ELEMENT keyword, indicating that it declares an 

element, in the technical sense defined above.  

- Each consists of three parts:  

o a name or group of names,  
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o two characters specifying minimization rules, and  

o a content model.  

Each of these parts is discussed further below. Components of the declaration are 

separated by white space, that is one or more blanks, tabs or newlines.  

 

The first part of each declaration above gives the generic identifier of the element which 

is being declared, for example `poem', `title', etc. It is possible to declare several elements 

in one statement, as discussed below.  

 

7.3 Minimization Rules 

The second part of the declaration specifies what are called minimization rules for the 

element concerned. These rules determine whether or not start- and end-tags must be 

present in every occurrence of the element concerned. They take the form of a pair of 

characters, separated by white space, the first of which relates to the start-tag, and the 

second to the end-tag.  

So here essentially 

 O or a – (hyphen) stands for “omissible'' or “optional'' 

 A – (hyphen) indicating that the tag must be present 

 letter O that it may be omitted 

 

Thus, in the above example, every element except <line> must have a start-tag. Only the 

<poem> and <anthology> elements must have end-tags as well.  

 

7.4 Content Model 

The third part of each declaration, enclosed in parentheses, is called the content model of 

the element, because it specifies what element occurrences may legitimately contain. 

Contents are specified either in terms of other elements or using special reserved words. 

The most commonly encountered reserve word is PCDATA, as in this example. This is 

an abbreviation for parsed character data, and it means that the element being defined 

may contain any valid character data. If an SGML declaration is thought of as a structure 

like a family tree, with a single ancestor at the top (in our case, this would be 
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<anthology>), then almost always, following the branches of the tree downwards (for 

example, from <anthology> to <poem> to <stanza> to <line> and <title>) will lead 

eventually to PCDATA. In our example, <title> and <line> are so defined. Since their 

content models say PCDATA only and name no embedded elements, they may not 

contain any embedded elements.  

 

7.5 Occurrence Indicators  

The declaration for <stanza> in the example above states that a stanza consists of one or 

more lines. It uses an occurrence indicator (the plus sign) to indicate how many times the 

element named in its content model may occur. There are three occurrence indicators in 

the SGML syntax, conventionally represented by the plus sign, the question mark, and 

the asterisk or star. 

 

- The plus sign means that there may be one or more occurrences of the element 

concerned;  

- the question mark means that there may be at most one and possibly no 

occurrence;  

- the star means that the element concerned may either be absent or appear one 

or more times.  

Thus, if the content model for <stanza> were (LINE*), stanzas with no lines would be 

possible as well as those with more than one line. If it were (LINE?), again empty stanzas 

would be countenanced, but no stanza could have more than a single line.  

 

The declaration for <poem> in the example above thus states that a <poem> cannot have 

more than one title, but may have none, and that it must have at least one <stanza> and 

may have several.  

 

7.6 Group Connectors 

The content model (TITLE?, STANZA+) contains more than one component, and thus 

needs additionally to specify the order in which these elements (<title> and <stanza>) 

may appear. This ordering is determined by the group connector (the comma) used 
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between its components. There are three possible group connectors, conventionally 

represented by comma, vertical bar, and ampersand.  

- The comma means that the components it connects must both appear in the 

order specified by the content model.  

- The ampersand indicates that the components it connects must both appear but 

may appear in any order. 

- The vertical bar indicates that only one of the components it connects may 

appear.  

If the comma in this example were replaced by an ampersand, a title could appear either 

before the stanzas of a <poem> or at the end (but not between stanzas). If it were 

replaced by a vertical bar, then a <poem> would consist of either a title or just stanzas---

but not both! 

 

7.7 Model Groups 

In our example so far, the components of each content model have been either single 

elements or PCDATA. It is quite permissible however to define content models in which 

the components are lists of elements, combined by group connectors. Such lists, known 

as model groups, may also be modified by occurrence indicators and themselves 

combined by group connectors. To demonstrate these facilities, let us now expand our 

example to include non-stanzaic types of verse. For the sake of demonstration, we will 

categorize poems as one of stanzaic, couplets, or blank. A blank-verse poem consists 

simply of lines, so no additional elements need be defined for it. A couplet is defined as a 

<line1> followed by a <line2>.  

 

<!ELEMENT couplet O O (line1, line2) > 

 

The elements <line1> and <line2> (which are distinguished to enable studies of rhyme 

scheme, for example) have exactly the same content model as the existing <line> 

element. They can therefore share the same declaration. In this situation, it is convenient 

to supply a name group as the first component of a single element declaration, rather than 
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give a series of declarations differing only in the names used. A name group is a list of 

GIs connected by any group connector and enclosed in parentheses, as follows:  

 

<!ELEMENT (line | line1 | line2) O O (#PCDATA) > 

 

The declaration for the <poem> element can now be changed to include all three 

possibilities:  

 

<!ELEMENT poem - O (title?, (stanza+ | couplet+ | line+) ) > 

 

That is, a poem consists of an optional title, followed by one or several stanzas, or one or 

several couplets, or one or several lines. Note the difference between this definition and 

the following:  

 

<!ELEMENT poem - O (title?, (stanza | couplet | line)+ ) > 

 

The second version, by applying the occurrence indicator to the group rather than to each 

element within it, would allow for a single poem to contain a mixture of stanzas, couplets 

or blank verse.  

 

8. Complicating the Issue: More on Element Declarations 

In the simple cases described so far, it has been assumed that one can identify the 

immediate constituents of every element defined in a textual structure. A poem consists 

of stanzas, and an anthology consists of poems. Stanzas do not float around unattached to 

poems or combined into some other unrelated element; a poem cannot contain an 

anthology.  

All the elements of a given document type may be arranged into a hierarchic structure, 

arranged like a family tree with a single ancestor at the top and many children (mostly the 

elements containing #PCDATA) at the bottom. This gross simplification turns out to be 

surprisingly effective for a large number of purposes. It is not however adequate for the 

full complexity of real textual structures.  
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In particular, it does not cater for the case of more or less freely floating elements that can 

appear at almost any hierarchic level in the structure, and it does not cater for the case 

where different elements overlap or several different trees may be identified in the same 

document. To deal with the first case, SGML provides the exception mechanism; to deal 

with the second, SGML permits the definition of `concurrent' document structures.  

 

8.1 Exceptions to the Content Model  

In most documents, there will be some elements that can occur at any level of its 

structure. Annotations, for example, might be attached to the whole of a poem, to a 

stanza, to a line of a stanza or to a single word within it. In a textual critical edition, the 

same might be true of variant readings. In this simple case, the complexity of adding an 

annotation element as an optional component of every content model is not particularly 

onerous; in a more realistically complex model perhaps containing some ten or twenty 

levels such an approach can become much more difficult.  

 

To cope with this, SGML allows for any content model to be further modified by means 

of an exception list. There are two types of exception: inclusions, that is, additional 

elements that can be included at any point in the model group or any of its constituent 

elements; and exclusions, that is, elements that cannot be included within the current 

model.  

 

To extend our declarations further to allow for annotations and variant readings, which 

we will assume can appear anywhere within the text of a poem, we first need to add 

declarations for these two elements:  

 

<!ELEMENT (note | variant) - - (#PCDATA)> 

 

The note and variant elements must have both start- and end-tags, since they can appear 

anywhere. Rather than add them to the content model for each type of poem, we can add 

them in the form of an inclusion list to the poem element, which now reads:  
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<!ELEMENT poem - O (title?, (stanza+ | couplet+ | line+) ) 

                                         +(note | variant) > 

 

The plus sign at the start of the (NOTE | VARIANT) name list indicates that this is an 

inclusion exception. With this addition, notes or variants can appear at any point in the 

content of a poem element---even those (such as <title>) for which we have defined a 

content model of #PCDATA. They can thus also appear within notes or variants!  

 

8.2 Concurrent Structures  

All the structures we have so far discussed have been simply hierarchic: that is, at every 

level of the tree, each node is entirely contained by a parent node. The figure below 

represents the structure of a document conforming to the simple DTD we have so far 

defined as a tree. We have already seen how a poem can be divided into a title and two 

stanzas, each of four lines. In this diagram, we add a second poem, consisting of one 

stanza and a title, to make up an instance of an anthology:  

 

                         |-------------------title 

                         | 

                         |              |----line1 

                         |              |----line2 

          |------POEM1---|----stanza1---|----line3 

          |              |              |----line4 

          |              | 

          |              |              |----line5 

          |              |----stanza2---|----line6 

          |                             |----line7 

          |                             |----line8 

anthology-| 

          | 

          |              |-------------------title 

          |              | 
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          |              |              |----line1 

          |              |              |----line2 

          |------POEM2---|----stanza1---|----line3 

                                        |----line4 

                                        |----line5 

Clearly, there are many such trees that might be drawn to describe the structure of this or 

other anthologies. We might, for example, want to represent the pagination of different 

editions of the same text. One way of doing this would be to group the lines and titles of 

our current model into pages. A declaration for such an element is simple enough:  

 

<!ELEMENT page - - ((title?, line+)+)   > 

 

That is, a page consists of one or more unnamed groups, each of which contains an 

optional title, followed by a sequence of lines. (Note, incidentally, that this model 

prohibits a title appearing on its own at the foot of a page). However, simply inserting the 

element <page> into the hierarchy already defined is not as easy as it might seem. Some 

poems are longer than a single page, and other pages contain more than one poem. We 

cannot therefore insert the element <page> between <anthology> and <poem> in the 

hierarchy, nor can it go between <poem> and <stanza>, nor yet in both places at once!  

 

What is needed is the ability to create a separate hierarchy, with the same elements at the 

bottom (the stanzas, lines and titles), but combined into a different superstructure. This is 

the ability which the CONCUR feature of SGML gives.  

 

A separate document type definition must be created for each hierarchic tree into which 

the text is to be structured. The definition we have so far built up for the anthology looks, 

in full, like this:  

    

   <!DOCTYPE anthology [ 

    <!ELEMENT anthology      - -  (poem+)             > 

    <!ELEMENT poem           - -  (title?, stanza+)   > 



 20 

    <!ELEMENT stanza         - O  (line+)             > 

    <!ELEMENT (title | line) - O  (#PCDATA)           > 

    ]> 

 

As this example shows, the name of a document type must always be the same as the 

name of the largest element in it, that is the element at the top of the hierarchy. The 

syntax used is discussed further below (see section ). Let us now add to this declaration a 

second definition for a concurrent document type, which we will call a paged anthology, 

or <p.anth> for short:  

     

    <!DOCTYPE p.anth [ 

    <!ELEMENT p.anth         - -  (page+)               > 

    <!ELEMENT page           - -  ((title?, line+)+)    > 

    <!ELEMENT (title|line)   - O  (#PCDATA)             > 

    ]> 

We have now defined two different ways of looking at the same basic text---the 

PCDATA components grouped by both these document type definitions into lines or 

titles. In one view, the lines are grouped into stanzas and poems; in the other they are 

grouped into pages only. Notice that it is exactly the same text which is visible in both 

views: the two hierarchies simply allow us to arrange it in two different ways.  

 

To mark up the two views, it will be necessary to indicate which hierarchy each element 

belongs to. This is done by including the name of the document type (the view) within 

parentheses immediately before the identifier concerned, inside both start- and end-tags. 

Thus, pages must be tagged with a <(p.anth)page> tag at their start and a 

</(p.anth)page> at their end. In the same way, as poems and stanzas appear only in the 

<anthology> document type, they must now be tagged using <(anthology)poem> and 

<(anthology)stanza> tags respectively. For the line and title elements, however, which 

appear in both hierarchies, no document type specification need be given: any tag 

containing only a name is assumed to mark an element present in every active document 

type.  
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As a simple example, let us assume that the poem appears in some paged anthology, with 

the page break occurring half way through the first stanza. The poem might then be 

marked up as follows:  

    

 <(anthology)anthology> 

    <(p.anth)p.anth> 

    <(p.anth)page> 

  

    <!--      other titles and lines on this page here --> 

  

         <(anthology)poem><title>The SICK ROSE 

         <(anthology)stanza> 

              <line>O Rose thou art sick. 

              <line>The invisible worm, 

    </(p.anth)page> 

    <(p.anth)page> 

              <line>That flies in the night 

              <line>In the howling storm: 

         <(anthology)stanza> 

              <line>Has found out thy bed 

              <line>Of crimson joy: 

              <line>And his dark secret love 

              <line>Does thy life destroy. 

         </(anthology)poem> 

  

    <!--      rest of material on this page here    --> 

    </(p.anth)page> 

  

    </(p.anth)p.anth) 

    </(anthology)anthology> 
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A note of caution is appropriate: CONCUR is an optional feature of SGML, and not all 

available SGML software systems support it, while those which do, do not always do so 

according to the letter of the standard.  

 

9. Attributes  

In the SGML context, the word `attribute', like some other words, has a specific technical 

sense. It is used to describe information which is in some sense descriptive of a specific 

element occurrence but not regarded as part of its content. For example, you might wish 

to add a status attribute to occurrences of some elements in a document to indicate their 

degree of reliability, or to add an identifier attribute so that you could refer to particular 

element occurrences from elsewhere within a document. Attributes are useful in precisely 

such circumstances.  

 

Although different elements may have attributes with the same name,  they are always 

regarded as different, and may have different values assigned to them. If an element has 

been defined as having attributes, the attribute values are supplied in the document 

instance as attribute-value pairs inside the start-tag for the element occurrence. An end-

tag may not contain an attribute-value specification, since it would be redundant.  

 

For example  

<poem id=P1 status="draft"> ... </poem> 

The <poem> element has been defined as having two attributes: id and status. For the 

instance of a <poem> in this example, represented here by an ellipsis, the id attribute has 

the value P1 and the status attribute has the value draft. An SGML processor can use the 

values of the attributes in any way it chooses; for example, a formatter might print a 

poem element which has the status attribute set to draft in a different way from one with 

the same attribute set to revised; another processor might use the same attribute to 

determine whether or not poem elements are to be processed at all. The id attribute is a 

slightly special case in that, by convention, it is always used to supply a unique value to 

identify a particular element occurrence, which can be used for cross reference purposes, 

as discussed further below.  
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Attribute names (id and status in this example) are subject to the same restrictions as 

other names in SGML; they need not be unique across the whole DTD, however, but only 

within the list of attributes for a given element.  

 

Other SGML keywords  

- CDATA The attribute value may contain any valid character data; tags may 

be included in the value, but they will not be recognized by the SGML parser, 

and will not be processed as tags normally are 

- IDREF The attribute value must contain a pointer to some other element (see 

further the discussion of ID below) 

- NMTOKEN The attribute value is a name token, that is, (more or less) any 

string of alphanumeric characters 

- NUMBER The attribute value is composed only of numerals 

 

Each attribute definition specifies how a parser should interpret the absence of the 

attribute concerned. This can be done by supplying one of the special keywords listed 

below, or (as in this case) by supplying a specific value which is then regarded as the 

value for every element which does not supply a value for the attribute concerned.  

 

Using the example above, if a poem is simply tagged <poem>, the parser will treat it 

exactly as if it were tagged <poem status=draft>. Alternatively, one of the following 

keywords may be used to specify a default value for an attribute:  

 

- #REQUIRED A value must be specified. 

- #IMPLIED A value need not be supplied (as in the case of ID above). 

- #CURRENT If no value is supplied in this element occurrence, the last 

specified value should be used. 

 

For example, if the attribute definition above were rewritten as  
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<!ATTLIST poem 

          id         ID                              #IMPLIED 

          status    (draft | revised | published)  #CURRENT> 

 

then poems which appear in the anthology simply tagged <poem> would be treated as if 

they had the same status as the preceding poem. If the keyword were #REQUIRED rather 

than #CURRENT, the parser would report such poems as erroneously tagged, as it would 

if any value other than draft, published, or revised were supplied. The use of #CURRENT 

implies that whatever value is specified for this attribute on the first poem will apply to 

all subsequent poems, until altered by a new value. Only the status of the first poem need 

therefore be supplied, if all are the same.  

 

10.SGML Entities  

The aspects of SGML discussed so far are all concerned with the markup of structural 

elements within a document. SGML also provides a simple and flexible method of 

encoding and naming arbitrary parts of the actual content of a document in a portable 

way.  

 

In SGML the word entity has a special sense: it means a named part of a marked up 

document, irrespective of any structural considerations. An entity might be a string of 

characters or a whole file of text. To include it in a document, we use a construction 

known as an entity reference. For example, the following declaration  

 

- <!ENTITY KSOU "Text Encoding Initiative">: defines an entity whose name 

is KSOU and whose value is the string  “Text Encoding Initiative.” This is an 

instance of an entity declaration, which declares an internal entity. The 

following declaration, by contrast, declares a system entity:  

 

- <!ENTITY ChapTwo SYSTEM "sgmlmkup.txt">: This defines a system 

entity whose name is ChapTwo and whose value is the text associated with 

the system identifier --- in this case, the system identifier is the name of an 
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operating system file and the replacement text of the entity is the contents of 

the file.  

 

Once an entity has been declared, it may be referenced anywhere within a document. This 

is done by supplying its name prefixed with the ampersand character and followed by the 

semicolon. The semicolon may be omitted if the entity reference is followed by a space 

or record end.  

 

When an SGML parser encounters such an entity reference, it immediately substitutes the 

value declared for the entity name. Thus, the passage “The work of the &KSOU; has only 

just begun'' will be interpreted by an SGML processor exactly as if it read ``The work of 

the Text Encoding Initiative has only just begun''. 

 

In the case of a system entity, it is, of course, the contents of the operating system file 

which are substituted, so that the passage “The following text has been suppressed: 

&ChapTwo;'' will be expanded to include the whole of whatever the system finds in the 

file sgmlmkup.txt. 

 

This obviously saves typing, and simplifies the task of maintaining consistency in a set of 

documents. If the printing of a complex document is to be done at many sites, the 

document body itself might use an entity reference, such as &site;, wherever the name of 

the site is required. Different entity declarations could then be added at different sites to 

supply the appropriate string to be substituted for this name, with no need to change the 

text of the document itself.  

 

A list of entity declarations is known as an entity set. Standard entity sets are provided for 

use with most SGML processors, in which the names used will normally be taken from 

the lists of such names published as an annex to the SGML standard and elsewhere, as 

mentioned above. 

  

11. Putting It All Together 
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An SGML conformant document has a number of parts, not all of which have been 

discussed in this chapter, and many of which the user of these Guidelines may safely 

ignore. For completeness, the following summary of how the parts are inter-related may 

however be found useful.  

An SGML document consists of an SGML prolog and a document instance. The prolog 

contains an SGML declaration (described below) and a document type definition, which 

contains element and entity declarations such as those described above. Different 

software systems may provide different ways of associating the document instance with 

the prolog; in some cases, for example, the prolog may be `hard-wired' into the software 

used, so that it is completely invisible to the user.  

 

11.1 The SGML Declaration 

The SGML declaration specifies basic facts about the dialect of SGML being used such 

as the character set, the codes used for SGML delimiters, the length of identifiers, etc. 

Normally the SGML declaration will be held in the form of compiled tables by the 

SGML processor and will thus be invisible to the user.  

 

11.2 The DTD 

The document type definition specifies the document type definition against which the 

document instance is to be validated. Like the SGML declaration it may be held in the 

form of compiled tables within the SGML processor, or associated with it in some way 

which is invisible to the user, or requires only that the name of the document type be 

specified before the document is validated.  

 

At its simplest the document type definition consists simply of a base document type 

definition which is prefixed to the document instance. For example:  

 

<!DOCTYPE my.dtd [ 

    <!-- all declarations for MY.DTD go here --> 

    ... ]> 

<my.dtd> 
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    This is an instance of a MY.DTD type document 

</my.dtd> 

 

More usually, the document type definition will be held in a separate file and invoked by 

reference, as follows:  

  

  <!DOCTYPE tei.2 system "tei2.dtd" [ ]> 

    <tei.2> 

         This is an instance of an unmodified TEI type document 

    </tei.2> 

 

Here, the text of the TEI.2 document type definition is not given explicitly, but the 

SGML processor is told that it may be read from the file with the system identifier given 

in quotation marks. The square brackets may still be supplied, as in this example, even 

though they enclose nothing.  

The part enclosed by square brackets is known as the document type declaration subset or 

`DTD subset'. Its purpose is to specify any modification to be made to the DTD being 

invoked, thus:  

 

    <!DOCTYPE tei.2 SYSTEM "tei2.dtd" [ 

         <!ENTITY tla "Three Letter Acronym"> 

         <!ELEMENT my.tag - - (#PCDATA)> 

         <!-- any other special-purpose declarations or 

              re-definitions go in here --> 

    ]> 

    <tei.2> 

         This is an instance of a modified TEI.2 type document, 

         which may contain <my.tag>my special tags</my.tag> and 

         references to my usual entities such as &tla;. 

    </tei.2> 
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In this case, the document type definition in force includes first the contents of the DTD 

subset, and then the contents of the file specified after the keyword SYSTEM. The order 

is important, because in SGML only the first declaration of an entity counts. In the above 

example, therefore, the declaration of the entity tla in the DTD subset would take 

precedence over any declaration of the same entity in the file tei2.dtd. It is perfectly legal 

SGML for entities to be declared twice; this is the usual method for allowing user 

modification of SGML DTDs. (Elements, by contrast, may not be declared more than 

once; if a declaration for <my.tag> were contained in file tei.dtd, the SGML parser 

would signal an error.) Combining and extending the TEI document type definitions is 

discussed further in chapter chapter 3 : Structure of the TEI Document Type Definition.  

 

11.3 The Document Instance 

The document instance is the content of the document itself. It contains only text, markup 

and general entity references, and thus may not contain any new declarations. A 

convenient way of building up large documents in a modular fashion might be to use the 

DTD subset to declare entities for the individual pieces or modules, thus:  

    <!DOCTYPE tei.2 [ 

         <!ENTITY chap1 system "chap1.txt"> 

         <!ENTITY chap2 system "chap2.txt"> 

         <!ENTITY chap3 "-- not yet written --">    ]> 

    <tei.2> 

    <teiHeader> ... </teiHeader> 

    <text> 

        <front> ... </front> 

        <body> 

         &chap1; 

         &chap2; 

         &chap3; 

         ... 

    </body> 

    </text> 
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    </tei.2> 

  

In this example, the DTD contained in file tei2.dtd has been extended by entity 

declarations for each chapter of the work. The first two are system entities referring to the 

file in which the text of particular chapters is to be found; the third a dummy, indicating 

that the text does not yet exist (alternatively, an entity with a null value could be used). In 

the document instance, the entity references &chap1; etc. will be resolved by the parser to 

give the required contents. The chapter files themselves will not, of course, contain any 

element, attribute list, or entity declarations---just tagged text.  

 

12. Using SGML 

A variety of software is available to assist in the tasks of creating, validating and 

processing SGML documents. Only a few basic types can be described here. At the heart 

of most such software is an SGML parser: that is, a piece of software which can take a 

document type definition and generate from it a software system capable of validating 

any document invoking that DTD. Output from a parser, at its simplest, is just “yes'', 

which means the document instance is valid or “no'', which means it is not valid.  

 

Most parsers will however also produce a new version of the document instance in 

canonical form (typically with all end-tags supplied and entity references resolved) or 

formatted according to user specifications. This form can then be used by other pieces of 

software to provide additional functions, such as structured editing, formatting and 

database management.  

 

A structured editor is a kind of intelligent word-processor. It can use information 

extracted from a processed DTD to prompt the user with information about which 

elements are required at different points in a document as the document is being created. 

It can also greatly simplify the task of preparing a document, for example by inserting 

tags automatically.  
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A formatter operates on a tagged document instance to produce a printed form of it. 

Many typographic distinctions, such as the use of particular typefaces or sizes, are 

intimately related to structural distinctions, and formatters can thus usefully take 

advantage of descriptive markup. 

  

Hypertext systems improve on other methods of handling text by supporting associative 

links within and across documents. Again, the basic building block needed for such 

systems is also a basic building block of SGML markup: the ability to identify and to link 

together individual document elements comes free as a part of the SGML way of doing 

things.  
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Unit -10 

HTML      
 

Structure 

1. Objectives 

2. Introduction 

1.1 HTML Tags 

1.2. Tag Attributes 

 1.3 Always Quote Attribute Values 

 1.4 List of HTML Tags 

3.  Benefits of HTML 

4.  Limitations of HTML 

5. Character Entities 

6. Check your progress 

7. Key words 

8. References 

 

 

 

 

 

Objectives 

- To understand what is a Website 

- Introduction to HTML 

- HTML Tags 

o Basic Tags 

o Lists Tags 

o Anchor Tags 

o Tables 

 

1.1 What is a Website? 
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Internet Technology has changed the way in which business is being done today. It has 

turned the world into a huge virtual market where the prospective customer can order and 

buy things of her choice sitting right in front of the computer terminal. This technology 

helps the users to transact online. 

 

 

Figure 1.1 

 

While discussing Internet Technology, it evident that the basic unit of information 

displayed over the net is a Web Page. Now, a Web Page is a collection of such Web 

Pages, which are interlinked. The various web pages are prepared independently and in 

the end they are linked in the required sequence depending on the logical make-up of 

information on the site. Note that the link for a Web Page is basically a URL (Uniform 

Resource Locator) that is the address of the Site. There is not restriction on the size of the 

web site. If the size of the web site is large, then it can be spread over a number of servers 

even if those servers are placed in different geographical locations. There can also be a 

Web site that cross-links to files on another Web site, thus sharing same files. Logically, 

a website and web pages can be graphically represented as in Figure 1.1 
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The first page of a web site is meant for welcoming the reader who has logged on to the 

site. Hence it is known as the HOME page. All sites necessarily have to have this page. 

Nevertheless, the design of the page could change from site to site depending on the 

designer and the type of site. For example, in Figure 1.2 

 

 

Figure 1.2 

 

1. Introduction to HTML 

Almost all the word processors allow the user to set margins for a page, enhance the look 

by changing font settings, and add special effects to the text and so on. All these options 

belong to a category of language called mark up language. Now if such formatted 

documents need to be put on the web then the document needs to be converted into 

HTML format, which the browser can understand. 
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In 1980, a markup language was developed to create documents that could be displayed 

consistently on computers of different hardware and operating systems. It was called the 

Standard Generalized Markup Language of SGML on web.  

 

HTML or the Hypertext Markup Language has evolved from the SGML. 

HTML is used to construct formatted pages for the web known as Web Pages. It 

comprises of: 

- Markup Language: This  refers to the tags which specify how to incorporate text, 

graphics, sound and also control visual elements such as fonts, font size and 

paragraph spacing. 

- Web Page content: The actual text information that is displayed on the page. 

 

HTML is the technical term for the format used to create normal Web pages. The "M" as 

mentioned stands for markup, which is a standard way of marking text so that Web 

browsers can display it as a heading, paragraph or a list, for example. Each part of the 

Web page is known as an element, which may be nested one within another, and 

elements may have attributes that are like special instructions to help the Web browser 

display the page correctly.  

When you open a Web page in your Web browser, the HTML is normally hidden behind 

the scenes, so you do not have to read it directly. Most Web browsers have the option to 

"View source" that will show you the markup itself.  

The Web Feed Generator downloads your Web page and converts the text to a Web Feed.  

HTML can be created as standard ASCII text with "tags" included to pass on extra 

information about character formatting and page layout to a web browser. The fact that 

HTML is, in essence, ASCII text is what makes it so universally compatible. This fact 

also makes it easy to edit: almost all computers are equipped with a text editor that can be 

used to edit HTML. HTML documents are text files made up of HTML elements. HTML 

elements are defined using HTML tags. 
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Useful Tips 

When you write HTML text, you can never be sure how the text is displayed in another 

browser. Some people have large computer displays, some have small. The text will be 

reformatted every time the user resizes his window. Never try to format the text in your 

editor by adding empty lines and spaces to the text. 

 

HTML will truncate the spaces in your text. Any number of spaces count as one. Some 

extra information: In HTML a new line counts as one space.  

Using empty paragraphs <p> to insert blank lines is a bad habit. Use the <br> tag instead. 

(But don't use the <br> tag to create lists. Wait until you have learned about HTML lists.) 

You might have noticed that paragraphs can be written without the closing tag </p>.  

 

Don't rely on it. The next version of HTML will not allow you to skip ANY closing tags. 

HTML automatically adds an extra blank line before and after some elements, like before 

and after a paragraph, and before and after a heading. 

 

1.2.1 Structure of an HTML document 

 

<HTML> 

 <HEAD> 

  ………. 

 </HEAD> 

 <BODY> 

  ……….. 

 </BODY> 

</HTML> 

 

In every HTML document <HTML> and </HTML> tags mark the beginning and the end 

of the document. These tags inform the browser that the document is an HTMl file. All 

other HTML tags must reside within the <HTML> …..</HTML> tags. 

 

Heading Section 

Actual Text 
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The HTML document can be divided into two sections: 

- Header or Head section: HTML includes a pair of tags, <HEAD> and </HEAD> 

to identify the heading or title of a document. The tag <TITLE> can also appear 

in this section. The text that exists between the title tags, appears as title in the 

browser’s window and the length of it should not exceed beyond 60 characters. 

- Body section: The body of an HTML document contains the text that will show up 

on the web page. The body section is enclosed within <BODY> 

 

 

 

Figure 1.3 

 

The HTML code displays the title of the browser window as “My first HTML document” 

and the heading of the document as “This is the heading of my document”. The text in the 

document will be “Learn HTML fast and easy” and “My first Web Page”. 

 

The output of the above code is displayed in the Internet Explorer as shown in figure 1.4 

 

Web documents are typically written in HTML and are saved with the suffix “.htm” or 

“.html” The documents with one of these suffixes can be displayed using the Web 

Browsers. 
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Figure 1.4 

 

 

1.1 HTML Tags 

 HTML tags are used to mark-up HTML elements 

 HTML tags are surrounded by the two characters < and > 

 The surrounding characters are called angle brackets 

 HTML tags normally come in pairs like <b> and </b> 

 The first tag in a pair is the start tag, the second tag is the end tag 

 The text between the start and end tags is the element content 

 HTML tags are not case sensitive, <b> means the same as <B> 

 

HTML includes both the control information (HTML Tags) and content (text), which 

together describe the appearance and contents of Web Pages. In addition, each of these 

tags have their own settings called attributes. 
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1.2. Tag Attributes 

Tags can have attributes. Attributes are additional parameters. Attributes provide 

additional information to an HTML element and generally enhance the functionality of 

the tags. 

 The following tag defines an HTML table: <table>  

 With an added border attribute, you can tell the browser that the table should have 

no borders: <table border="0"> 

 Attributes always come in name/value pairs like this: name="value". 

 Attributes are always specified in the start tag of an HTML element. 

 Attributes and attribute values are also case-insensitive. However, the World 

Wide Web Consortium (W3C) recommends lowercase attributes/attribute values 

in their HTML 4 recommendation, and XHTML demands lowercase 

attributes/attribute values. 

 

1.3 Always Quote Attribute Values 

Attribute values should always be enclosed in quotes. Double style quotes are the most 

common, but single style quotes are also allowed. 

In some rare situations, like when the attribute value itself contains quotes, it is necessary 

to use single quotes: name='John "ShotGun" Nelson' 

 

1.4 List of HTML Tags 

 

The following are the list of tags with their usage and their output in the Browser. 

 

a. Paragraphs in HTML 

The example demonstrates how the text inside paragraph elements is displayed in the 

browser.  

<html> 

<body> 

<p>This is a paragraph.</p> 

<p>This is a paragraph.</p> 
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<p>This is a paragraph.</p> 

<p>Paragraph elements are defined by the p tag.</p>  

</body> 

</html> 

 

How it looks in the Browser 
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b. Headings 

 

<html> 

<body> 

 

<h1>This is a heading</h1> 

<h2>This is a heading</h2> 

<h3>This is a heading</h3> 

<h4>This is a heading</h4> 

<h5>This is a heading</h5> 

<h6>This is a heading</h6> 

</body> 

</html> 

 

How it looks in the Browser 
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c. Line Breaks 

The <br> tag is used when you want to end a line, but don't want to start a new 

paragraph. The <br> tag forces a line break wherever you place it. 

 

<html> 

<body> 

  <p>This <br> is a para<br>graph with line breaks</p> 

</body> 

</html> 

 

The <br> tag is an empty tag. It has no closing tag. 

 

How it looks in the Browser 
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d. Comments in HTML 

 

The comment tag is used to insert a comment in the HTML source code. A comment will 

be ignored by the browser. You can use comments to explain your code, which can help 

you when you edit the source code at a later date. 

 

<html> 

<body> 

 

<!--This comment will not be displayed--> 

<p>This is a regular paragraph</p> 

 

</body> 

</html> 

 

Note that you need an exclamation point after the opening bracket, but not before the 

closing bracket. 
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How it looks in the Browser 

 

 

 

 

 

e. Center aligned heading 

This example demonstrates a center aligned heading. 

<html> 

<body> 

 

<h1 align="center">This is heading 1</h1> 

 

<p>The heading above is aligned to the center of this page. The heading above is aligned 

to the center of this page. The heading above is aligned to the center of this page.</p> 
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</body> 

</html> 

 

How it looks in the Browser 

 

 

 

f. Horizontal Tag 

<html> 

<body> 

<p>The hr tag defines a horizontal rule:</p> 

<hr> 

<p>This is a paragraph</p> 

<hr> 

<p>This is a paragraph</p> 

<hr> 
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<p>This is a paragraph</p> 

</body> 

</html> 

 

How it looks in the Browser 
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g. Background color 

This example demonstrates adding a background-color to an HTML page.  

 

<html> 

<body bgcolor="yellow"> 

<h2>Look: Colored Background!</h2> 

</body> 

</html> 

 

How it looks in the Browser 
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h. Font settings Tag 

This tag can be used for text style specifications. The attributes for the tag have to be 

used for the tag to take effect. The most commonly used attributes for this tag are face, 

size and color 

<html> 

<body> 

<font face=”Arial” size=5 color=”Green”> 

Check this color on the browser 

</font> 

</body> 

</html> 

 

How it looks in the Browser 
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i. Additional tags for text formatting 

 

You might want to super script or sub script some part of your text.  

For example:  

 

“My paper presentation is on the 25th of May 2007”, here we would want “th” in 25th as 

25th. This can be done using the super script tag <SUP>…</SUP>. 

 

Similarly,  

 

“H2O is the chemical name for water”, here in this sentence we would like to have “2” in 

H2O as H2O. This can be done using the sub script tag <SUB>…</SUB>. 

 

 

<html> 

<body> 

 

My paper presentation is on the 25 <sup> th </sup> of May 2007 

H<sub>2</sub>O is the chemical name for water 

 

</body> 

</html> 
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How it looks in the Browser 
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j. Adding images 

 

The images put in the web pages are called inline images. Some of the common image 

types found in web pages are bullets, icons, buttons etc., Images are generally of three 

formats – jpeg, gif, png. To put an image in the web page : 

  

<html> 

<body> 

 

<img src=”clock.gif” align=”top” border=”1”> 

 

</body> 

</html> 

 

How it looks in the Browser 
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k. Creating lists 

 

HTML supports ordered, unordered and definition lists. 

1) An unordered list: 

This example demonstrates an unordered list. 

An unordered list is a list of items. The list items are marked with bullets (typically small 

black circles). 

An unordered list starts with the <ul> tag. Each list item starts with the <li> tag. 

<ul> 

<li>Coffee</li> 

<li>Milk</li> 

</ul> 

Here is how it looks in a browser: 

 Coffee 

 Milk 

 

Inside a list item you can put paragraphs, line breaks, images, links, other lists, etc. 

 

2) An ordered list 

This example demonstrates an ordered list.  

 

<ol> 

<li>Coffee</li> 

<li>Milk</li> 

</ol> 

 

An ordered list is also a list of items. The list items are marked with numbers. 

An ordered list starts with the <ol> tag. Each list item starts with the <li> tag. 

Here is how it looks in a browser: 

 

1. Coffee 

2. Milk 

http://www.w3schools.com/html/tryit.asp?filename=tryhtml_lists4
http://www.w3schools.com/html/tryit.asp?filename=tryhtml_lists
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Inside a list item you can put paragraphs, line breaks, images, links, other lists, etc. 

The <ul> and the <ol> tags can have the following attributes: 

- TYPE: used to change the bullet type. Value for the TYPE attribute can be -

CIRCLE, DISC, SQUARE 

- START: Specifies the start value (always specified in number) of the numbering 

sequence. Possible values are 1,2,3 and so on. 

 

3) Definition Lists 

A definition list is not a list of items. This is a list of terms and explanation of the terms. 

A definition list starts with the <dl> tag. Each definition-list term starts with the <dt> tag. 

Each definition-list definition starts with the <dd> tag. 

<dl> 

<dt>Coffee</dt> 

<dd>Black hot drink</dd> 

<dt>Milk</dt> 

<dd>White cold drink</dd> 

</dl> 

Here is how it looks in a browser: 

Coffee 

Black hot drink 

Milk 

White cold drink 

Inside a definition-list definition (the <dd> tag) you can put paragraphs, line breaks, 

images, links, other lists, etc. 

l. Anchors and Hyperlinks 

An anchor in a web page is that which enables objects to be used as hyperlinks. A 

hyperlink in a page is an area that opens a new site or page. The objects used to create 
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hyperlinks can be either text or image. Anchors and hyperlinks can be defined by the tag 

<a>…</a> 

 

Hyperlink 

The key strength of HTML lies in its expertise to link one part of information to another 

on the same page or a different page. Hyperlinked text is easily identified as it will be of 

a different color against the other text in the document and will be underlined. When the 

mouse moves over it, the mouse cursor changes its shape. Clicking on the link will either: 

- Open a new section within the same page which called as page jump 

- Create a link to another page within your own website 

- Create a link to another page from a different web page. 

 

Anchor 

Anchor is a container element that is used to create a hyperlink. The object to which the 

link has to be made is defined by the hypertext reference or HREF attribute. 

 

The syntax of creating an anchor:  

 

<a href="url">Text to be displayed</a>  

OR 

<a name="name">Text to be displayed</a>  

 

HREF stands for hypertext reference that contains the URL which is the address or 

location of the link. 

NAME is used to identify a location within the same HTML document. 

Every anchor tag must have a closing anchor tag. 

 

The <a> tag is used to create an anchor to link from, the href attribute is used to address 

the document to link to, and the words between the open and close of the anchor tag will 

be displayed as a hyperlink 
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This anchor defines a link to KSOU: 

 

<a href="http://www.ksou.edu/">Visit KSOU!</a> 

 

The line above will look like this in a browser: 

 

Visit KSOU! 

 

The Anchor Tag and the Name Attribute 

The name attribute is used to create a named anchor. When using named anchors we can 

create links that can jump directly into a specific section on a page, instead of letting the 

user scroll around to find what he/she is looking for. 

Below is the syntax of a named anchor: 

 

<a name="label">Text to be displayed</a> 

 

The name attribute is used to create a named anchor. The name of the anchor can be any 

text you care to use. The line below defines a named anchor: 

 

<a name="tips">Useful Tips Section</a> 

 

You should notice that a named anchor is not displayed in a special way. 

 

To link directly to the "tips" section, add a # sign and the name of the anchor to the end 

of a URL, like this: 

 

<a href="http://www.w3schools.com/html_links.asp#tips"> 

Jump to the Useful Tips Section</a> 

 

A hyperlink to the Useful Tips Section from WITHIN the file "html_links.asp" will look 

like this:  
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<a href="#tips">Jump to the Useful Tips Section</a> 

 

Create a hyperlink for your email address with the following code. But make sure that 

you have an internet connection and are online! 

 

<a href=mailto:youremailid@wherever.com> email me!</a> 

 

k. Tables 

Tabular representation is the best way to present grouped information. Tables are used for 

arranging the layout of a web page. The contents on the page look organized with the use 

of tables. Most browsers support the use of tables. 

 

Basic table tags 

<table>…</table> Tag that marks the beginning and end of the table. The tag has 

attributes, such as border, width and aligns, to name a few 

 

<tr>…</tr> 

This stands for the table row. To add a row in a table, the table row tags are used. For 

each row there will be a set of table row tags. The properties of each row are defined 

within the row tags. 

 

<td>..</td> 

This stands for table data. This must be nested within the row tags.  

 

An example 

<html> 

<body> 

 

<p> 

Each table starts with a table tag.  

Each table row starts with a tr tag. 

mailto:youremailid@wherever.com
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Each table data starts with a td tag. 

</p> 

 

<h4>One column:</h4> 

<table border="1"> 

<tr> 

  <td>100</td> 

</tr> 

</table> 

 

<h4>One row and three columns:</h4> 

<table border="1"> 

<tr> 

  <td>100</td> 

  <td>200</td> 

  <td>300</td> 

</tr> 

</table> 

 

<h4>Two rows and three columns:</h4> 

<table border="1"> 

<tr> 

  <td>100</td> 

  <td>200</td> 

  <td>300</td> 

</tr> 

<tr> 

  <td>400</td> 

  <td>500</td> 

  <td>600</td> 

</tr> 

</table> 
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</body> 

</html> 

Each table starts with a table tag. Each table row starts with a tr tag. Each table data starts 

with a td tag.  

One column: 

100 

One row and three columns: 

100 200 300 

Two rows and three columns: 

100 200 300 

400 500 600 

 

3 Benefits of HTML 

- HTML is a simple but powerful formatting language to use. The simplicity of 

HTML allows anyone to create Web Pages. 

- The Web Pages can be linked together using links. Hence controlled navigation is 

possible. Therefore long documents are no more a pain to read. Most important of 

all is the pages can be updated anytime and the appropriate links can be used 

without bothering about whether the links will get affected or not. 

- HTML documents are device independent (works on any platform) 

 

4. Limitations of HTML 

- HTML does not have any programming capability. 

- It can provide anything more than formatted text, pictures and sound. 

- This demands other programming languages to be used for improving the above 

purpose.
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Basic HTML Tags 

Tag Description 

<html> Defines an HTML document 

<body> Defines the document's body 

<h1> to <h6> Defines header 1 to header 6 

<p> Defines a paragraph 

<br> Inserts a single line break 

<hr> Defines a horizontal rule 

<!--> Defines a comment 

<table> Defines a table 

<th> Defines a table header 

<tr> Defines a table row 

<td> Defines a table cell 

<font> Sets the text style for the font size type and color 

<a> Defines anchor tag. Has the href and name attribute to define a link. 

<img> Defines the tag used for putting an image on the web page 

<UL> To create unordered list of items 

<ol> To create ordered list of items 

<b> To make the text bold 

<i> To make the text italic 

<u> To make the text underlined 

 

5. Character Entities 

Some characters have a special meaning in HTML, like the less than sign (<) that defines 

the start of an HTML tag. If we want the browser to actually display these characters we 

must insert character entities in the HTML source. 
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A character entity has three parts: an ampersand (&), an entity name or a # and an entity 

number, and finally a semicolon (;).  

 

To display a less than sign in an HTML document we must write: &lt; or &#60;  

 

The advantage of using a name instead of a number is that a name is easier to remember. 

The disadvantage is that not all browsers support the newest entity names, while the 

support for entity numbers is very good in almost all browsers. 

 

Note that the entities are case sensitive.  

 

Non-breaking Space 

The most common character entity in HTML is the non-breaking space. 

Normally HTML will truncate spaces in your text. If you write 10 spaces in your text 

HTML will remove 9 of them. To add spaces to your text, use the &nbsp; character 

entity. 

1.7 The Most Common Character Entities: 

Result Description Entity Name Entity Number 

  non-breaking space &nbsp; &#160; 

< less than &lt; &#60; 

> greater than &gt; &#62; 

& ampersand &amp; &#38; 

" quotation mark &quot; &#34; 

' apostrophe  &apos; (does not work in IE) &#39; 
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1.8 Some Other Commonly Used Character Entities: 

Result Description Entity Name Entity Number 

¢ cent &cent; &#162; 

£ pound &pound; &#163; 

¥ yen &yen; &#165; 

§ section &sect; &#167; 

© copyright &copy; &#169; 

® registered trademark &reg; &#174; 

× multiplication &times; &#215; 

÷ division &divide; &#247; 

 

 6. Check your progress 

 

1. List the Tags to 

a. Get the title of the Web Page 

b. Display the actual text in the Web Page 

c. Display a horizontal line 

2. What is a URL? 

3. What are comments used for in a Web Page? How are they given 

4. Find the error in the following program: 

 

<html> 

<body> 

<title> HTML TITLE</title> 

</body> 

</html> 

 

5. How many headings sizes can be given in a web page using HTML/ 

6. True or False? Tag names are not case sensitive. 

7. Where is the <title> ..</title> used and for what? 
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8. What are hyperlinks? 

9. What does TYPE attribute indicate in an unordered list? 

10. True or False: A website is a collection of hyperlinks. 

 

 

7. References 
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Unit -11 

XML: eXtensible Markup Language (XML) 

 

Structure 

1. Introduction  

2. XML 

3. Why Do We Need XML? 

4. The Main Difference Between XML and HTML 

5.  What is XSL? 

6. Check your progress 

7. References 

 

 

Objectives 

 

 Give a general overview on XML  

 To project the necessity of XML in Webpage 

 To make familiar with the syntax of XML 

 

1.0 Introduction  

The first text processing systems included recording words using pen and paper. Today 

the computer text processing systems have replaced the manual one, since it takes care of 

formatting, publishing and manipulation. Before this were the human typesetters who 

would follow markup instructions for the text to be in different fonts, formats. It is from 

this practice that the word ‘markup’ is incorporated in SGML, XML and HTML. 

 

Originally, the intention with HTML was that the elements should be used to mark up 

information according to its meaning, without regard to how this would actually be 
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rendered in a browser. In other words: title, main header, emphasized text and the contact 

information of the author should be placed inside the elements <TITLE>, <H1>, <EM> 

or possibly <STRONG>, and <ADDRESS>. To use <FONT> or <I> and similar 

elements to get a nice layout makes it a lot more difficult to present the information to the 

best possible effect regardless of the users environment. Processing the information 

automatically also becomes difficult.  

 

The reason why the browser should decide for itself how to display title and headers etc 

is that it knows a lot more about the users’ preferences and environment and so can make 

decisions based on that. The author, not knowing his reader, cannot do this as well, of 

course. This means that an author who does not follow the rules will cause problems for 

those of the readers who read in a non-standard environment.  

 

Unfortunately, browser vendors have either not understood this or decided to ignore it, as 

they have ignored standards that tried to place information about layout outside the 

HTML documents themselves, like CSS (Cascading Style Sheets). Instead, they have 

introduced their own elements and attributes whose only purpose is to specify the layout, 

like <FONT>, <CENTER>, <BGCOLOR> etc. They've also made HTML editors (like 

Netscape Gold) which produce HTML where the markup is presentational rather than 

semantic. For instance, Netscape Gold uses <UL> to produce indentation, and not just for 

lists. 

 

The result is that a lot of pages on the web now contain tagging that's written for a 

specific version of a specific browser (with default preferences) and a specific screen 

resolution. These pages are often more or less unreadable to those who use something 

else. Thus, HTML has gradually been turned into a presentational language for Netscape 

and MSIE by the vendors and their users.  

 

This, however, is not the only problem. If you want to mark up your information really 

precisely according to its meaning you will want lots of elements that just are not present 

in HTML. If you are, say, a chemist, you will probably want special elements for 
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chemical formulas, for measurement data and so on. If you are an airplane manufacturer 

you will want to be able to talk about engines, parts and models. Catering to the needs of 

all trades and people will obviously mean having an enormous amount of elements, 

which is quite simply impossible for both developers and users to  implement.  

 

Another problem is that HTML has very little internal structure, which means that you 

can easily write valid HTML that does not make sense at all when you consider the 

semantics of the elements. This is because, among other things the contents of BODY 

have been defined so that you can place the elements allowed therein in any order you 

please. This means that you do not need a <H1> with the <H2>s inside it and <H3>s 

inside the <H2>s. (Think of <H1> as a book title, <H2> as part title and <H3> as chapter 

title.) HTML should ideally be written this way, but the HTML standard does not require 

it.  

 

People have been aware of these problems for quite some time, and in the summer of '96 

the W3C (which defines the web standards) started work on a new standard to deal with 

these problems. The W3C has set up a working group that is now creating this new 

standard called XML, for eXtensible Markup Language. The working group (from now 

on called XWG, for XML working group) has split their work into three phases.  

 

Phase 1  

Define a standard for the creation of markup languages. 

Phase 2  

Develop a common standard for linking in these markup languages. 

Phase 3  

Develop a common standard for specifying the layout of documents encoded in 

these languages. 

 

Phase 1 is now completed, since the XML 1.0 specification is now finished. Phase 2 is 

under progress, although there is a working draft. Phase 3 has not yet reached that stage, 

as there only exists a suggestion at this stage.  
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2.  XML 

There already exists a standard for defining markup languages like HTML, which is 

called SGML. HTML is actually defined in SGML. SGML could have been used as this 

new standard, and browsers could have been extended with SGML parsers. However, 

SGML is quite complex to implement and contains a lot of features that are very rarely 

used. Its support for different character sets is also a bit weak, which is something that 

can cause problems on the web where people use many different kinds of computers and 

languages. It's also difficult to interpret an SGML document without having the definition 

of the markup language (the DTD) available. Because of this, the XWG decided to 

develop a simplified version of SGML, which they called XML.  

 

The main point of XML is that you, by defining your own markup language, can encode 

the information of your documents much more precisely than is possible with HTML. 

This means that programs processing these documents can "understand" them much 

better and therefore process the information in ways that are impossible with HTML (or 

ordinary text processor documents). Imagine that you marked up recipes (for, say, soups 

and sea food dishes etc) according to a DTD tailored for recipes where you entered the 

amounts of each ingredient and alternatives for some ingredients. You could then easily 

make a program that, given a list of the contents of your fridge, would go through the 

entire list of recipes and make a list of the dishes you could make with them. Given 

nutritional information about the ingredients (x calories per ounce of this, y calories per 

once of that etc) the program could sort the suggestions by the amount of calories in each 

dish. Or by how long they'd take to prepare, or the price (given price information for the 

ingredients), or... The possibilites are almost endless, because the information is encoded 

in a way that the computer can "understand".  

 

XML overcomes all the drawbacks of HTML, by making it possible to define our own set 

of tags. Thus the logical structure of the data can be interpreted in a number of ways and 

can be used by various applicationS for different purposes. Defining your own markup 

language with XML is actually surprisingly simple. If you wanted to make a markup 
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language for FAQs you might want it to be used like this: (note that this example is really 

too simple to be very useful)  

 

<?xml version="1.0" encoding="UTF-8" standalone="yes"?> 

<!DOCTYPE FAQ SYSTEM "FAQ.DTD"> 

<FAQ> 

  <INFO> 

    <SUBJECT>   XML                </SUBJECT> 

    <AUTHOR>    Lars Marius Garshol</AUTHOR> 

    <EMAIL>     larsga@ifi.uio.no  </EMAIL> 

    <VERSION>   1.0                </VERSION> 

    <DATE>      20.jun.97          </DATE> 

  </INFO> 

 

  <PART NO="1"> 

  <Q NO="1"> 

    <QTEXT>What is XML?</QTEXT> 

    <A>SGML light.</A> 

  </Q> 

 

  <Q NO="2"> 

    <QTEXT>What can I use it for?</QTEXT> 

    <A>Anything.</A> 

  </Q> 

 

  </PART> 

</FAQ> 

 

2.1 What is XML? 

The essence of XML is in its name: Extensible Markup Language. 
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Extensible 

XML is extensible. It lets you define your own tags, the order in which they 

occur, and how they should be processed or displayed. Another way to think 

about extensibility is to consider that XML allows all of us to extend our notion of 

what a document is: it can be a file that lives on a file server, or it can be a 

transient piece of data that flows between two computer systems (as in the case of 

Web Services). 

 

 

Markup 

The most recognizable feature of XML is its tags, or elements (to be more 

accurate). In fact, the elements you will create in XML will be very similar to the 

elements you've already been creating in your HTML documents. However, XML 

allows you to define your own set of tags. 

 

Language 

XML is a language that's very similar to HTML. It's much more flexible than 

HTML because it allows you to create your own custom tags. However, it's 

important to realize that XML is not just a language. XML is a meta-language: a 

language that allows us to create or define other languages. For example, with 

XML we can create other languages, such as RSS, MathML (a mathematical 

markup language), and even tools like XSLT. 

 

3. Why Do We Need XML? 

Okay, we know what it is, but why do we need XML? We need it because HTML is 

specifically designed to describe documents for display in a Web browser, and not much 

else. It becomes cumbersome if you want to display documents in a mobile device or do 

anything that's even slightly complicated, such as translating the content from German to 

English. HTML's sole purpose is to allow anyone to quickly create Web documents that 

can be shared with other people. XML, on the other hand, isn't just suited to the Web—it 

can be used in a variety of different contexts, some of which may not have anything to do 

http://www.sitepoint.com/glossary.php?q=H#term_75
http://www.sitepoint.com/glossary.php?q=X#term_32
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with humans interacting with content (for example, Web Services use XML to send 

requests and responses back and forth). 

 

HTML rarely (if ever) provides information about how the document is structured or 

what it means. In layman's terms, HTML is a presentation language, whereas XML is a 

data-description language. 

 

 

 

4.  The Main Difference Between XML and HTML 

- XML was designed to carry data. 

- XML is not a replacement for HTML. 

- XML and HTML were designed with different goals: 

- XML was designed to describe data and to focus on what data is. 

HTML was designed to display data and to focus on how data looks. 

- HTML is about displaying information, while XML is about describing information. 

- XML does not do anything. XML was created to structure, store and to send 

information. 

The following example is a note to Tracy from John, stored as XML: 

 

<note> 

<to>Tracy</to> 

<from>John</from> 

<heading>Reminder</heading> 

<body>Don't forget me this weekend!</body> 

</note> 

 

The note has a header and a message body. It also has sender and receiver information. 

But still, this XML document does not do anything. It is just pure information wrapped in 

XML tags. Someone must write a piece of software to send, receive or display it. 
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XML is Free and Extensible 

- XML tags are not predefined. You must "invent" your own tags. 

- The tags used to mark up HTML documents and the structure of HTML 

documents is predefined.  

- The author of HTML documents can only use tags that are defined in the HTML 

standard (like <p>, <h1>, etc.). 

- XML allows the author to define her own tags and her own document structure. 

- The tags in the example above (like <to> and <from>) are not defined in any 

XML standard. These tags are "invented" by the author of the XML document. 

 

XML is a Complement to HTML 

- XML is not a replacement for HTML. 

- It is important to understand that XML is not a replacement for HTML. In future 

Web development it is most likely that XML will be used to describe the data, 

while HTML will be used to format and display the same data. 

- A best description of XML is: XML is a cross-platform, software and hardware 

independent tool for transmitting information. 

 

XML in Future Web Development 

- XML is going to be everywhere. 

- Since its creation, XML development has been very quick. XML standard has 

been developed, quickly and quickly a large number of software vendors have 

adopted the standard. 

- It is strongly believed that XML will be as important to the future of the Web as 

HTML has been to the foundation of the Web and that XML will be the most 

common tool for all data manipulation and data transmission. 

 

The syntax rules of XML are very simple and very strict. The rules are very easy to learn, 

and very easy to use. Because of this, creating software that can read and manipulate 

XML is very easy. 
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An Example XML Document 

XML documents use a self-describing and simple syntax. 

<?xml version="1.0" encoding="ISO-8859-1"?> 

<note> 

<to>Tove</to> 

<from>Jani</from> 

<heading>Reminder</heading> 

<body>Don't forget me this weekend!</body> 

</note> 

 

The first line in the document - the XML declaration - defines the XML version and the 

character encoding used in the document. In this case the document conforms to the 1.0 

specification of XML and uses the ISO-8859-1 (Latin-1/West European) character set.  

The next line describes the root element of the document (like it was saying: "this 

document is a note"):  

 

<note> 

 

The next 4 lines describe 4 child elements of the root (to, from, heading, and body): 

 

<to>Tove</to> 

<from>Jani</from> 

<heading>Reminder</heading> 

<body>Don't forget me this weekend!</body> 

 

And finally the last line defines the end of the root element: 

 

</note> 

Can you detect from this example that the XML document contains a Note to Tove from 

Jani? Don't you agree that XML is pretty self-descriptive? 
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All XML Elements Must Have a Closing Tag 

With XML, it is illegal to omit the closing tag. 

In HTML some elements do not have to have a closing tag. The following code is legal in 

HTML: 

 

<p>This is a paragraph 

<p>This is another paragraph 

 

 

In XML all elements must have a closing tag, like this: 

 

<p>This is a paragraph</p> 

<p>This is another paragraph</p>  

 

Note: You might have noticed from the previous example that the XML declaration did 

not have a closing tag. This is not an error. The declaration is not a part of the XML 

document itself. It is not an XML element, and it should not have a closing tag. 

 

XML Tags are Case Sensitive 

Unlike HTML, XML tags are case sensitive. 

With XML, the tag <Letter> is different from the tag <letter>. 

Opening and closing tags must therefore be written with the same case: 

 

<Message>This is incorrect</message> 

 

<message>This is correct</message> 

 

XML Elements Must be Properly Nested 

Improper nesting of tags makes no sense to XML. 

In HTML some elements can be improperly nested within each other like this: 
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<b><i>This text is bold and italic</b></i> 

 

In XML all elements must be properly nested within each other like this: 

 

<b><i>This text is bold and italic</i></b> 

 

XML Documents Must Have a Root Element 

All XML documents must contain a single tag pair to define a root element. 

All other elements must be within this root element. 

All elements can have sub elements (child elements). Sub elements must be correctly 

nested within their parent element: 

<root> 

  <child> 

    <subchild>.....</subchild> 

  </child> 

</root>  

 

XML Attribute Values Must be Quoted 

You can think of attributes as adjectives—they provide additional information about the 

element that may not make any sense as content. If you've worked with HTML, you are 

familiar with such attributes as the src (file source) on the <img> tag. 

 

What information should be contained in an attribute? What should appear between the 

tags of an element? Use attributes to store data that doesn't necessarily need to be 

displayed to a user of the information. Another common rule of thumb is to consider the 

length of the data. Potentially large data should be placed inside a tag; shorter data can be 

placed in an attribute. Typically, attributes are used to "embellish" the data contained 

within the tag. 

 

With XML, it is illegal to omit quotation marks around attribute values. XML elements 

can have attributes in name/value pairs just like in HTML. In XML the attribute value 
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must always be quoted. Study the two XML documents below. The first one is incorrect, 

the second is correct: 

 

<?xml version="1.0" encoding="ISO-8859-1"?> 

<note date=12/11/2002> 

<to>Tove</to> 

<from>Jani</from> 

</note> 

 

<?xml version="1.0" encoding="ISO-8859-1"?> 

<note date="12/11/2002"> 

<to>Tove</to> 

<from>Jani</from> 

</note> 

 

The error in the first document is that the date attribute in the note element is not quoted. 

This is correct: date="12/11/2002". This is incorrect: date=12/11/2002. 

 

Some of the problems with using attributes are:  

- attributes cannot contain multiple values (child elements can) 

- attributes are not easily expandable (for future changes) 

- attributes cannot describe structures (child elements can) 

- attributes are more difficult to manipulate by program code 

- attribute values are not easy to test against a Document Type Definition 

(DTD) - which is used to define the legal elements of an XML document 

 

If you use attributes as containers for data, you end up with documents that are difficult 

to read and maintain. Try to use elements to describe data. Use attributes only to provide 

information that is not relevant to the data. 

Don't end up like this (this is not how XML should be used): 
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<note day="12" month="11" year="2002" 

to="Tove" from="Jani" heading="Reminder"  

body="Don't forget me this weekend!"> 

</note>  

 

With XML, White Space is Preserved 

With XML, the white space in your document is not truncated. 

This is unlike HTML. With HTML, a sentence like this: 

 

Hello              my name is Tove,  

 

will be displayed like this: 

 

Hello my name is Tove, 

 

because HTML reduces multiple, consecutive white space characters to a single white 

space. 

 

Comments in XML 

The syntax for writing comments in XML is similar to that of HTML. 

 

<!-- This is a comment -->  

 

Elements, Tags, or Nodes 

Several times references to XML elements, XML tags, and XML nodes at different 

points in this text, have been made. For the layman, these terms are interchangeable, but 

if you want to get technical each has a very precise meaning: 

 An element consists of an opening tag, its attributes, any content, and a closing 

tag. 

 A tag—either opening or closing—is used to mark the start or end of an element. 
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 A node is a part of the hierarchical structure that makes up an XML document. 

"Node" is a generic term that applies to any type of XML document object, 

including elements, attributes, comments, processing instructions, and plain text. 

 

XML Elements are Extensible: Look at the following XML NOTE example: 

 

<note> 

<to>Tove</to> 

<from>Jani</from> 

<body>Don't forget me this weekend!</body> 

</note> 

 

Let's imagine that we created an application that extracted the <to>, <from>, and <body> 

elements from the XML document to produce this output: 

 

MESSAGE  

 

To: Tove 

From: Jani 

 

Don't forget me this weekend! 

 

Imagine that the author of the XML document added some extra information to it: 

 

<note> 

<date>2002-08-01</date> 

<to>Tove</to> 

<from>Jani</from> 

<heading>Reminder</heading> 

<body>Don't forget me this weekend!</body> 

</note> 
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The application will not break or crash, since it should still be able to find the <to>, 

<from>, and <body> elements in the XML document and produce the same output. That 

is because all XML documents are Extensible. 

 

XML Elements have Relationships 

Elements are related as parents and children. To understand XML terminology, you have 

to know how relationships between XML elements are named, and how element content 

is described. Imagine that this is a description of a book: 

 

My First XML 

Introduction to XML 

What is HTML 

What is XML 

XML Syntax 

Elements must have a closing tag 

Elements must be properly nested 

 

Imagine that this XML document describes the book: 

 

<book> 

<title>My First XML</title> 

<prod id="33-657" media="paper"></prod> 

<chapter>Introduction to XML 

<para>What is HTML</para> 

<para>What is XML</para> 

</chapter> 

 

<chapter>XML Syntax 

<para>Elements must have a closing tag</para> 

<para>Elements must be properly nested</para> 
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</chapter> 

 

</book> 

 

Book is the root element. Title, prod, and chapter are child elements of book. Book is the 

parent element of title, prod, and chapter. Title, prod, and chapter are siblings (or sister 

elements) because they have the same parent. 

 

 

 

The logical structure of an XML document: Another example 

 

 

 

Because what we have is a tree, we should be able to travel up and down it, and from side 

to side, with relative ease. From a programmatic stance, most of your work with XML 

will focus on properly creating and navigating XML structures. 

 

There's one final point about hierarchical trees that you should note. Before, we talked 

about transforming data into information by adding context. Well, when we start building 

hierarchies of information that indicate natural relationships (known as taxonomies) 
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Elements have Content 

Elements can have different content types. An XML element is everything from 

(including) the element's start tag to (including) the element's end tag. An element can 

have  

- element content,  

- mixed content,  

- simple content, or  

- empty content.  

 

An element can also have attributes. 

 

In the example above, book has element content, because it contains other elements. 

Chapter has mixed content because it contains both text and other elements. Para has 

simple content (or text content) because it contains only text. Prod has empty content, 

because it carries no information. In the example above only the prod element has 

attributes. The attribute named id has the value "33-657". The attribute named media has 

the value "paper".  

 

Element Naming 

XML elements must follow these naming rules: 

- Names can contain letters, numbers, and other characters 

- Names must not start with a number or punctuation character 

- Names must not start with the letters xml (or XML, or Xml, etc) 

- Names cannot contain spaces 

 

Take care when you "invent" element names and follow these simple rules: 

Any name can be used, no words are reserved, but the idea is to make names descriptive. 

Names with an underscore separator are nice. 

Examples: <first_name>, <last_name>. 
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Avoid "-" and "." in names. For example, if you name something "first-name," it could be 

a mess if your software tries to subtract name from first. Or if you name something 

"first.name," your software may think that "name" is a property of the object "first." 

Element names can be as long as you like, but don't exaggerate. Names should be short 

and simple, like this: <book_title> not like this: <the_title_of_the_book>.  

 

XML documents often have a corresponding database, in which fields exist 

corresponding to elements in the XML document. A good practice is to use the naming 

rules of your database for the elements in the XML documents. 

 

Non-English letters like éòá are perfectly legal in XML element names, but watch out for 

problems if your software vendor doesn't support them. The ":" should not be used in 

element names because it is reserved to be used for something called namespaces (more 

later). 

 

Well Formed and Validity XML Documents 

 

We've talked a little bit about XML, what it's used for, how it looks, how to conceptualize 

it, and how to transform it. One of the most powerful advantages of XML, of course, is 

that it allows you to define your own language. 

 

However, this most powerful feature also exposes a great weakness of XML. If all of us 

start defining our own languages, we run the risk of being unable to understand anything 

anyone else says. Thus, the creators of XML had to set down some rules that would 

describe a "legal" XML document. 

 

There are two levels of "legality" in XML: 

- Well-formedness 

- Validity 
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A "Well Formed" XML document is a document that conforms to the XML syntax rules 

that were described in the previously: 

 

- XML documents must have a root element 

- XML elements must have a closing tag 

- XML tags are case sensitive 

- XML elements must be properly nested 

- XML attribute values must always be quoted 

A valid XML document is both well-formed and follows all the rules set down in that 

document's DTD (document type definition). A valid document, then, is nothing more 

then a well-formed document that adheres to its DTD. 

 

Well-formedness is mandatory, but validity is an extra, optional step. 

 

<?xml version="1.0" encoding="ISO-8859-1"?> 

<note> 

<to>Tove</to> 

<from>Jani</from> 

<heading>Reminder</heading> 

<body>Don't forget me this weekend!</body> 

</note> 

 

XML DTD 

 

A DTD defines the legal elements of an XML document. The purpose of a DTD is to 

define the legal building blocks of an XML document. It defines the document structure 

with a list of legal elements.  

 

DTD and XML Schema 

A document type definition (DTD) is a set of rules that governs the order in which your 

elements can be used, and the kind of information each can contain. XML Schema is a 
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newer standard with capabilities that extend far beyond those of DTDs. While a DTD can 

provide only general control over element ordering and containment, schemas are a lot 

more specific. They can, for example, allow elements to appear only a certain number of 

times, or require that elements contain specific types of data such as dates and numbers. 

 

Both technologies allow you to set rules for the contents of your XML documents. If you 

need to share your XML documents with another group, or you must rely on receiving 

well-formed XML from someone else, these technologies can help ensure that your 

particular set of rules is properly followed. 

 

 

Symbols for creating of DTD elements. 
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DTDs are for Consistency 

So far, we've created some very simple XML documents and learned what they're made 

of. We've also walked through some very simple examples in which we've transformed 

XML into something else, be it text, HTML, or different XML. Now, it's time to learn 

how to make your XML documents consistent. 

 

 

External DTDs 

The DTD example we saw at the start of this chapter appeared within the DOCTYPE 

declaration at the top of the XML document. This is okay for experimentation purposes, 

but with many projects, you will likely have dozens—or even hundreds—of files that 

must conform to the same DTD. In these cases, it's much smarter to put the DTD in a 

separate file, then reference it from your XML documents. 

 

An external DTD is usually a file with a file extension of .dtd—for example, letter.dtd. 

This external DTD contains the same notational rules set forth for an internal DTD. 

To reference this external DTD, you need to add two things to your XML document. 

First, you must edit the XML declaration to include the attribute  

standalone="no": 

 

<?xml version="1.0" standalone="no"?> 

 

This tells a validating parser to validate the XML document against a separate DTD file. 

You must then add a DOCTYPE declaration that points to the external DTD, like this: 

 

<!DOCTYPE letter SYSTEM "letter.dtd"> 

 

This will search for the letter.dtd file in the same directory as the XML file. If the DTD 

lives on a Web server, you might point to that instead: 

 

http://www.sitepoint.com/glossary.php?q=X#term_3
http://www.sitepoint.com/glossary.php?q=H#term_75
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<!DOCTYPE letter SYSTEM  

   "http://www.example.com/xml/dtd/letter.dtd"> 

 

XML Errors will Stop you  

The W3C XML specification states that a program should not continue to process an 

XML document if it finds an error. The reason is that XML software should be easy to 

write, and that all XML documents should be compatible.  

 

With HTML it was possible to create documents with lots of errors (like when you forget 

an end tag). One of the main reasons that HTML browsers are so big and incompatible, is 

that they have their own ways to figure out what a document should look like when they 

encounter an HTML error. With XML this should not be possible.  Nearly all major 

browsers have support for XML and XSLT. 

- Mozilla Firefox: As of version 1.0.2, Firefox has support for XML and XSLT 

(and CSS). 

- Mozilla: Mozilla includes Expat for XML parsing and has support to display 

XML + CSS. Mozilla also has some support for Namespaces. Mozilla is 

available with an XSLT implementation. 

- Netscape: As of version 8, Netscape uses the Mozilla engine, and therefore it 

has the same XML / XSLT support as Mozilla. 

- Opera As of version 9: Opera has support for XML and XSLT (and CSS). 

Version 8 supports only XML + CSS. 

- Internet Explorer As of version 6, Internet Explorer supports XML, 

Namespaces, CSS, XSLT, and XPath. 

Note: Internet Explorer 5 also has XML support, but the XSL part is NOT compatible 

with the official W3C XSL Recommendation! 

 

Raw XML files can be viewed in Mozilla, Firefox, Opera, Internet Explorer, and 

Netscape 6+. 
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Parsing XML Documents 

 

- To read and update, create and manipulate an XML document, you will need an XML 

parser. 

- To manipulate an XML document, you need an XML parser. The parser loads the 

document into your computer's memory. Once the document is loaded, its data can be 

manipulated using the DOM. The DOM treats the XML document as a tree. 

- There are some differences between Microsoft's XML parser and the XML parser 

used in Mozilla browsers.  

 

 

What if you Can't Get a Validating Parser? 

If you can't get your hands on a validating parser, don't panic. For most purposes, an 

online resource will do the job nicely. If you work in a company that has an established 

software development group, chances are that one of the XML-savvy developers has 

already set up a good validating parser. 

 

What about the content management system we'll work on through the course of this 

book? Well, we won't need to validate our XML documents until we get close to the 

project's end, when we start to deal with Web Services, and need to figure out how to 

accept XML content from (and send content to) organizations in the world at large. 

 

Parsing an XML File - A Cross browser Example 

The following example is a cross browser example that loads an existing XML document 

("note.xml") into the XML parser: 

 

<html> 

<head> 

<script type="text/javascript"> 

var xmlDoc; 

function loadXML() 
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{ 

// code for IE 

if (window.ActiveXObject) 

  { 

  xmlDoc=new ActiveXObject("Microsoft.XMLDOM"); 

  xmlDoc.async=false; 

  xmlDoc.load("note.xml"); 

  getmessage(); 

  } 

// code for Mozilla, Firefox, Opera, etc. 

else if (document.implementation && 

document.implementation.createDocument) 

  { 

  xmlDoc=document.implementation.createDocument("","",null); 

  xmlDoc.load("note.xml"); 

  xmlDoc.onload=getmessage; 

  } 

else 

  { 

  alert('Your browser cannot handle this script'); 

  } 

} 

function getmessage() 

{ 

document.getElementById("to").innerHTML= 

xmlDoc.getElementsByTagName("to")[0].childNodes[0].nodeValue; 

document.getElementById("from").innerHTML= 

xmlDoc.getElementsByTagName("from")[0].childNodes[0].nodeValue; 

document.getElementById("message").innerHTML= 

xmlDoc.getElementsByTagName("body")[0].childNodes[0].nodeValue; 

} 
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</script> 

</head> 

<body onload="loadXML()"> 

<h1>KSOU Internal Note</h1> 

<p><b>To:</b> <span id="to"></span><br /> 

<b>From:</b> <span id="from"></span><br /> 

<b>Message:</b> <span id="message"></span> 

</p> 

</body> 

</html> 

 

Output: 

 

KSOU Internal Note 

To: Tove 

From: Jani 

Message: Don't forget me this weekend! 

 

 

Important Note 

To extract the text (Jani) from an XML element like: <from>Jani</from>, the correct 

syntax is: 

 

getElementsByTagName("from")[0].childNodes[0].nodeValue 

 

IMPORTANT: getElementsByTagName returns an array of nodes. The array contains all 

elements with the specified name within the XML document. In this case there is only 

one "from" element, but you still have to specify the array index ( [0] ).  
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Viewing an XML file in Internet Explorer. 

 

 

Notice the little minus signs next to some of the XML nodes? A minus sign in front of a 

node indicates that the node contains other nodes. If you click the minus sign, Internet 

Explorer will collapse all the child nodes belonging to that node, as shown in the Figure 

below titled "Collapsing nodes displaying in Internet Explorer.". 
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Collapsing nodes displaying in Internet Explorer. 

 

 

The little plus sign next to the first product node indicates that the node has children. 

Clicking on the plus sign will expand any nodes under that particular node. In this way, 

you can easily display the parts of the document on which you want to focus. 

Now, open your XML document in any text editing tool and scroll down to the cost node 

of the second product. The line we are interested in should read: 

 

<cost>$29.95</cost> 

 

Capitalize the "c" on the opening tag, so that the line reads like this: 

 

<Cost>$29.95</cost> 
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Save your work and reload Internet Explorer. You should see an error message that looks 

like the one pictured in Figure given below, "Error message displaying in Internet 

Explorer." 

Error message displaying in Internet Explorer. 

 

 

As you can see, Internet Explorer provides a rather verbose explanation of the error it ran 

into: the end tag, </cost>, does not match the start tag, <Cost>. 

Furthermore, it provides a nice visual of the offending line, a little arrow pointing to the 

spot at which the parser thinks the problem arose. 

 

<Cost>$29.95</cost>  

--------------^ 
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Even though the problem is really with the start tag, the arrow points to the end tag. 

Because Internet Explorer uses a non-validating parser by default (remember, this means 

it only cares about well-formedness rules), it runs into problems at the end tag. You now 

have to backtrack to find out why that particular end tag caused such a problem. Once 

you get the hang of this debugging method, you will find it a great help in tracking down 

problems. 

 

 

XML Namespaces 

The ability of XML to allow you to define your own elements provides flexibility and 

scope. But it also creates the strong possibility that, when combining XML content from 

different sources, you will experience clashes between code in which the same element 

names serve very different purposes. For example, if you are running a bookstore, your 

use of <title> tags in XML may be used to track book titles. A mortgage broker would 

use <title> in a different way—perhaps to track the title on a deed. A dentist or doctor 

might use <title> to track patients' formal titles (Mr., Ms., Mrs., or Dr.) on their medical 

records. Try to combine all three types of information into one system (or even one 

document), and you will quickly see how problems can arise. 

 

XML namespaces attempt to keep different semantic usages of the same XML elements 

separate and unambiguous. In our example, each person could define their own 

namespace and then prepend the name of their namespace to specific tags: <book:title> is 

different from <broker:title> and <medrec:title>.  

 

5. What is XSL? 

XSL is a language for expressing style sheets. An XSL style sheet is, like with CSS, a file 

that describes how to display an XML document of a given type. XSL shares the 

functionality and is compatible with CSS2 (although it uses a different syntax). It also 

adds: 

 A transformation language for XML documents: XSLT. Originally intended to 

perform complex styling operations, like the generation of tables of contents and 

http://www.w3.org/Style/CSS
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indexes, it is now used as a general purpose XML processing language. XSLT is 

thus widely used for purposes other than XSL, like generating HTML web pages 

from XML data. 

 Advanced styling features, expressed by an XML document type which defines a 

set of elements called Formatting Objects, and attributes (in part borrowed from 

CSS2 properties and adding more complex ones). 

 

How Does It Work? 

Styling requires a source XML documents, containing the information that the style sheet 

will display and the style sheet itself which describes how to display a document of a 

given type. 

 

The following shows a sample XML file and how it can be transformed and rendered.  

 

The XML file 

<scene> 

  <FX>General Road Building noises.</FX> 

  <speech speaker="Prosser"> 

    Come off it Mr Dent, you can't win 

    you know. There's no point in lying 

    down in the path of progress. 

  </speech> 

  <speech speaker="Arthur"> 

    I've gone off the idea of progress. 

    It's overrated 

  </speech> 

</scene> 

 

This XML file doesn't contain any presentation information, which is contained in the 

stylesheet. Separating the document's content and the document's styling information 

allows displaying the same document on different media (like screen, paper, cell phone), 
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and it also enables users to view the document according to their preferences and 

abilities, just by modifying the style sheet. 

 

The Stylesheet 

Here are two templates from the stylesheet used to format the XML file.  

... 

<xsl:template match="FX"> 

  <fo:block font-weight="bold"> 

    <xsl:apply-templates/> 

  </fo:block> 

</xsl:template> 

 

<xsl:template match="speech[@speaker='Arthur']"> 

  <fo:block background-color="blue"> 

    <xsl:value-of select="@speaker"/>: 

    <xsl:apply-templates/> 

  </fo:block> 

</xsl:template> 

... 

The stylesheet can be used to transform any instance of the DTD it was designed for. The 

first rule says that an FX element will be transformed into a block with a bold font. 

<xsl:apply-templates/> is a recursive call to the template rules for the contents of the 

current element. The second template applies to all speech elements that have the speaker 

attribute set to Arthur, and formats them as blue blocks within which the value speaker 

attribute is added before the text. 

 

How is XSL different from CSS? 

XSL uses a XML notation, CSS uses its own. In CSS, the formatting object tree is 

almost the same as the source tree, and inheritance of formatting properties is on 

the source tree. In XSL, the formatting object tree can be radically different from 

http://www.w3.org/Style/CSS/
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the source tree, and inheritance of formatting properties is on the formatting 

object tree.  

Most modern Web browsers support both CSS and XSLT; there are also many 

stand-alone XSLT implementations.  

Will XSL replace CSS? 

No. They are likely to co-exist since they meet different needs. XSL is intended 

for complex formatting where the content of the document might be displayed in 

multiple places; for example the text of a heading might also appear in a 

dynamically generated table of contents. CSS is intended for dynamic formatting 

of online documents for multiple media; its strictly declarative nature limits its 

capabilities but also makes it efficient and easy to generate and modify in the 

content-generation workflow. So they are two different tools; for some tasks, CSS 

is the appropriate choice and for some tasks, XSL. They can also be used together  

- use XSL on the server to condense or customize some XML data into a simpler 

XML document, then use CSS to style it on the client. 

  

A Word on XPath 

We've already been exposed to XSLT to a small degree. We used it to transform an XML 

letter to mother into something that could be displayed in a browser window. In this 

chapter, we are going to use a much more complex document as our starting point, and 

we'll learn how to use XPath. 

Understanding XPath is the key to making effective use of XSLT. XPath is used in a 

variety of applications and technologies, however, XSLT is where its power and 

versatility really shine. 

 

For all intents and purposes, XPath is a query language. It allows us to declaratively 

specify a "path" to an element or group of elements in an XML document. It uses a 

simple notation that is very similar to directory paths (hence the name XPath). You've 

already seen XPath in action within XSLT through some of the earlier examples. 

When we put together a template, we normally use XPath to establish a match. For 

example, we can always handle the root of an XML document like this: 
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<xsl:template match="/"> 

 

With XPath, you can select all elements that have a particular tag name. For example, this 

template will match all the <title> tags in the document: 

 

<xsl:template match="title"> 

 

Or, you could match certain elements depending on their location within an XML file. To 

match <title> tags that have a <memo> tag as their parent, you would use this expression: 

 

<xsl:template match="memo/title">  

 

As you can see, the basic XPath syntax looks a lot like a file path on your computer. 

That's because XML documents and your computer's file system are both hierarchical in 

nature. But you can go a step further and set conditions on which elements are matched 

within your specified path. These conditions are called predicates, and appear within 

square brackets following the element name you wish to set conditions for. 

 

What will XML be used for? 

 

Please note that what follows is only a conjecture on the future of the web and should as 

such be regarded as such  

 

The layout problem 

The first thing XML can put right is the problem of making web pages with decent layout 

that are still accessible to anyone, regardless of browser. Considering that XSL will be a 

complete standard to be supported one should, after a while, expect a stable standard to 

write against. XSL also lets you check whether optional features are present or not and if 

not you can supply alternative code to take care of those cases.  

 

http://www.sitepoint.com/glossary.php?q=X#term_32
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A FAQ-maintainer will also be rid of the problems with maintaining the FAQ in HTML, 

.txt and PDF versions (or whatever). Instead s/he can make one (or more) DSSSL 

stylesheets to be run each time the original has been updated to create new versions of the 

distribution files. 

 

Considering that neither Microsoft nor Netscape have been able to implement CSS (or 

even HTML) properly one can wonder what will happen when they try to implement 

XML and XSL. My hope is that they'll decide they have to make a real effort and do it 

properly and that if they don't somebody who does will take over the market. They've 

now promised to support XML, so there's room for hope, but no more. 

 

More versatile ways of displaying data 

An API to be supported by all XML and HTML processors (that is browsers and other 

tools) is under development under the name Document Object Model (or DOM). This 

happens a little on the side of the XWGs work, but is still well under way. This API will 

make it possible to make Java applets (or JavaScript snippets) that can be used to change 

the display of XML-encoded information in web browsers. 

 

This can be used in a nearly infinite number of ways, but examples of what the 

developers have in mind are footnotes that are invisible until you click the footnote 

number in the text, that you can start from the table of contents in a document and 

descend through the levels by clicking (like in Windows Explorer). You can also make 

things like tables that can be sorted by any column by clicking on it. The possibilities are 

nearly unlimited, and this is only the tip of the iceberg. 

  

This can be made significantly much more advanced. One could imagine that VRML (a 

language for coding 3D worlds) was redefined in XML and VRML viewers were written 

as Java applets using DOM (Document Object Module). This would mean that VRML 

could be used together with HTML with no need for extra software on the client side. 

except the Java applets, which would both install and remove themselves.  
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An even more advanced possibility is, the major vendors of electronic components 

(chips) have joined forces to make a DTD that can be used to describe components. 

Together with the right Java applets this could be used to download any descriptions of 

chips and then model how these work together.  

 

Searching and agents 

The applications described here using XML are currently not feasible, in future they may 

be.  

 

That the information in XML documents is so precisely described by the markup means 

that one can search them in much better ways than the primitive text searches currently 

available from search engines like Excite and Altavista today. There are already SGML 

query languages that are similar to SQL in power and this field is still under research.  

 

With standardized DTDs for different applications one could retrieve information much 

more accurately than today. One could envision things like a central search engine for 

chip vendors where you could do very precise searches for components by specification, 

almost as if they were in an ordinary relational database. Similar services would be 

possible for all documents with a common DTD.  

 

Exploiting this for global search engines like Excite and Altavista is going to be a lot 

more difficult because of the number of different DTDs. With an overview of the most 

important ones and a little artificial intelligence in the search engines this could perhaps 

be handled, but for now this is pure science fiction.  

 

This sort of technique can be used with intelligent agents (essentially software programs), 

which are personal robots that search the web for information for you, based on your 

preferences. This might be easier, as you could list the DTDs and your preferences 

privately, but it's still science fiction.  
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Exchanging information between different systems 

Because a DTD gives a standard format for information related to a specific subject it can 

be used to simplify the exchange of information between different sources. Many kinds 

of applications have or will have standard DTDs. I've already mentioned chip 

manufacturers, and many other industries already have standard DTDs and more will 

follow. This means that systems can use these common DTDs to exchange information 

with each other, regardless of their internal format. The main applications of this will 

probably be the exchange of data between companies in the same industry or researchers 

within an academic field, although many other applications for ordinary users are 

imaginable.  

 

There is already an XML DTD for chemists, called CML. CML will be very useful for 

exchanging research results and other data between chemists and companies working 

with chemistry in any way. It can also be used with Java-applets in education. The list of 

possibilities just goes on and on.  

 

 

6. Check your progress: 

1. What is the significance of ‘&’ sign in the following code? 

<!ELEMENT BOOK(AUTHOR+)> 

2. True / False: Namespaces allow us to identify the source of elements or attributes in a 

document. 

3. Convert the following table into XML document: 

Player No. of 50s Nos of 100s No. of Catches 

Vivian Richards 76 26 276 

Sachin Tendulkar 45 30 250 

Steve Waugh 49 22 208 

Sunil Gavaskar 86 32 200 
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4. For the above table create a DTD. 

 

 

5. Is the code given below correct? 

<BOOK> 

 <AUTHOR> abc….<AUTHOR> 

<BOOK> 

6. Which of the following is a valid tag? 

 <:APTECH> 

 <APTECH_LTD> 

 <APTECH LTD> 

7. How is XML superior to HTML? 

8. What is Document Type Definition (DTD) mean? 

9. What is a well-formed XML document? 

10. What are the parts of an XML document? Describe its syntax. 

 

7. References: 

 http://www.w3schools.com/ 

 http://www.garshol.priv.no/download/text/xml-intro/index-en.html#MULIG 

 http://www.sitepoint.com/article/really-good-introduction-xml/3 

 http://www.tizag.com/xmlTutorial/ 

 Mastering XML, Aptech Limited, 1st edition 2000.  

http://www.tizag.com/xmlTutorial/
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Unit -12 

Web servers 
 

Structure 

1. Objectives 

2. Introduction  

3. About Internet 

4. Clients and Servers 

5. About World Wide Web 

6. IP Addresses 

7. Web Server Security 

8. Check your progress 

9. Reference 

 

1. Objectives 

- Introduce basics of web server 

- How is it helpful 

- A brief overview of WWW and Internet 

- Protocols in use with a web server 

- Web servers available in market 

 

2. Introduction  

 

A web server is really just a powerful computer – they use the same kinds of processors 

and memory that normal computers use, but they have more of it. Servers usually run a 

Unix or Unix-like operating system like Linux or BSD, but they can just as easily run 

Windows. 
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What makes these computers servers is not their hardware – it is the software they run. 

Web server software includes the HTTP server itself, as well as databases and other 

things that are needed to make a web server work however it needs to. This is why 

different hosts offer different features: they have different programs installed on their 

servers. 

 

Web servers are used for a variety of reasons. Mainly, they are used to deliver 

information and data from a server to a web browser. At most universities the faculty, 

staff, and students are provided a web server through central information technology or 

their department. Typically, if a user creates a directory called main_html and creates a 

hypertext markup language (html) files in this directory and subdirectories, they can 

share data to other people by sharing the universal resource locator (url). If their 

department or central computing does not provide links to the users home directories, 

they might want to install and configure their own web server.  

 

Web pages can be deployed with various levels of complexity. The simplest way to share 

text from a web server is to create a text file text.txt, for example, in a directory that a 

web server is configured to share with other computers. We can put any text in the 

text.txt file and a web browser can read this file by going to the web server and 

requesting the file from one of its directories. The contents of this page will be displayed 

in the web browser. 

 

 The next level of complexity is to publish the text information framed by a markup 

language so that it can be formatted and enriched. If we save the text in a file called 

info.html in a directory that a web server is configured to share with other computers, the 

user will see the text just as was seen in the text.txt file. We can enrich our text by adding 

things like headers, titles, font changes, and links to other web pages.  

 

It is important to note that nothing special has to be done to the web server to share these 

files other than configure it to share the directory and all of its contents to a web browser 

that requests the files. 
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The important point is that a web server is a mechanism to share files to a web browser. 

If a user puts a file in the directory that the web server is configured to share, the file can 

be read from a web browser. It is important to note that the web server allows browsers to 

read files but are typically not configured to allow browsers to write files. 

 

A web server is basically the medium by which a web page is published; it will serve 

your information to the users, control databases and other interactive content.  

 

How does a web browser get information from a web server? 

 

The HTML standard has unified the way that web browsers get information from a web 

server. Here, we will look at the interaction between the web browser and the web server 

and detail how a file is transferred from the web server to the client. 

 

When a web browser talks to a web server, it uses something called a universal remote 

identifier (URI). The URI has multiple components but starts by telling the server the 

protocol that it wants to use. The protocol that a web server supports is http.  

 

Hypertext Transfer Protocol (HTTP) is a method used to transfer or convey information 

on the World Wide Web. Its original purpose was to provide a way to publish and 

retrieve HTML pages. 

 

Development of HTTP was coordinated by the World Wide Web Consortium and the 

Internet Engineering Task Force, culminating in the publication of a series of RFCs 

(Request For Proposal), that defines HTTP/1.1, the version of HTTP in common use 

today. 

 

HTTP is a request/response protocol between clients and servers. The originating client, 

such as a web browser or other end-user tool, is referred to as the user agent. The 

destination server, which stores or creates resources such as HTML files and images, is 

http://en.wikipedia.org/wiki/Communications_protocol
http://en.wikipedia.org/wiki/World_Wide_Web
http://en.wikipedia.org/wiki/HTML
http://en.wikipedia.org/wiki/World_Wide_Web_Consortium
http://en.wikipedia.org/wiki/Internet_Engineering_Task_Force
http://en.wikipedia.org/wiki/Request_for_Comments
http://en.wikipedia.org/wiki/User_agent


 102 

called the origin server. In between the user agent and origin server may be several 

intermediaries, such as proxies, gateways, and tunnels. 

 

An HTTP client initiates a request by establishing a Transmission Control Protocol (TCP) 

connection to a particular port on a remote host. An HTTP server listening on that port 

waits for the client to send a request message. 

 

Upon receiving the request, the server sends back a status line, such as "HTTP/1.1 200 

OK", and a message of its own, the body of which is perhaps the requested file, an error 

message, or some other information. 

 

Resources to be accessed by HTTP are identified using Uniform Resource Identifiers 

(URIs) (or, more specifically, URLs) using the http: or https URI schemes. 

 

So what does the Web Server do? 

 

The first step is to view the Web server as a black box and ask the questions: How does it 

work; What can it achieve? It is a safe assumption that most Internet users believe a Web 

site's success or failure is due to its content and functionality rather than the server used 

to power it. However, the choice of the correct server, and understanding its capabilities 

and limitations is an important step on the road to success.  

 

So what does a Web server do? As mentioned earlier, it serves static content to a Web 

browser at a basic level. This means that the Web server receives a request for a Web 

page such as  

 

http://www.Webcompare.com/index.html 

 

and maps that Uniform Resource Locator (URL) to a local file on the host server. In this 

case, the file  

 

http://en.wikipedia.org/wiki/Proxy_server
http://en.wikipedia.org/wiki/Gateway_%28computer_networking%29
http://en.wikipedia.org/wiki/Tunneling_protocol
http://en.wikipedia.org/wiki/TCP_and_UDP_port
http://en.wikipedia.org/wiki/Resource_%28Web%29
http://en.wikipedia.org/wiki/Uniform_Resource_Identifier
http://en.wikipedia.org/wiki/Uniform_Resource_Locator
http://en.wikipedia.org/wiki/Https
http://en.wikipedia.org/wiki/URI_scheme
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index.html 

 

is somewhere on the host file system. The server then loads this file from disk and serves 

it out across the network to the user's Web browser. This entire exchange is mediated by 

the browser and server talking to each other using Hypertext Transfer Protocol (HTTP). 

This workflow is shown in the figure below.  

 

 

 

This simple arrangement that allows the serving of static content such as HyperText 

Markup Language (HTML) and image files to a Web browser was the initial concept 

behind what we now call as the World Wide Web. This simplicity is has led to much 

more complex information exchanges made possible between clients (browsers) and 

Servers (Web servers).  

 

                          Your computer         Server Machine 

                        with a web browser                                  running a Web Server 
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Perhaps the most important expansion on this was the concept of dynamic content (i.e., 

Web pages created in response to a user's input, whether directly or indirectly). The 

oldest and most used standard for doing this is Common Gateway Interface (CGI). This is 

a pretty meaningless name, but it basically defines how a Web server should run 

programs locally and transmit their output through the Web server to the user's Web 

browser that is requesting the dynamic content. 

 

For all intents and purposes the user's Web browser never really has to know that the 

content is dynamic because CGI is basically a Web server extension protocol. The figure  

below shows what happens when a browser requests a page dynamically generated from 

a CGI program 

.  

 

The second important advance, and the one that makes e-commerce possible, was the 

introduction of HyperText Transmission Protocol, Secure (HTTPS). This protocol allows 

secure communication to go on between the browser and Web server.  

 

In a nutshell, this means that it is safe for user and server to transmit sensitive data to 

each another across what might be considered an insecure network. What happens when 

the data arrives at either end is another matter, however, and should not be ignored. We 

will discuss this a bit later.  

 

The simplicity of the above arrangements is deceptive, and underestimating its 

complexities often leads to bad decisions being made about the design of a Web-hosting 

http://hoohoo.ncsa.uiuc.edu/cgi/
http://home.netscape.com/security/techbriefs/ssl.html
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infrastructure. It is too easy to focus on the design of the Web pages themselves and the 

technologies used to create dynamic content, such as Java, Javascript, Perl, C/C++, and 

ASP, and to subsequently miss the fact that each of these technologies can be aided, or 

hindered, by the platform on which they are to be run -- the Web server itself..  

In other words, explaining how a Web server works involves discussing more than just 

how a Web server serves documents. We will go over the following topics in our quest to 

finding out what and how a modern Web server goes about doing its activities.  

 

If you want to get into a bit more detail on the process of getting a Web page onto your 

computer screen, here are the basic steps that occurred behind the scenes:  

 The browser broke the URL into three parts:  

1. The protocol ("http")  

2. The server name ("www.someServerName.com")  

3. The file name ("web-server.htm")  

 The browser communicated with a name server to translate the server name " 

www.someServerName.com " into an IP Address, which it uses to connect to the 

server machine.  

 The browser then formed a connection to the server at that IP address on a port  (a 

listening device) numbered 80.  

 Following the HTTP protocol, the browser sent a GET request to the server, 

asking for the file "http:// www.someServerName.com/web-server.htm."  

 The server then sent the HTML text for the Web page to the browser.  

 The browser read the HTML tags and formatted the page onto your screen.  

If you do not know about this process before, then there is a lot of new words to be 

understood and that's a lot of new vocabulary. To understand this whole process in detail, 

you need to learn about IP addresses, ports, protocols... The following will help you to 

understand. 
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3. About Internet 

Much has been written and understood about the Internet. But a small introduction would 

not be amiss at this point of time. So what is "the Internet"? The Internet is a gigantic 

collection of millions of computers, all linked together on a computer network. The 

network allows all of the computers to communicate with one another. A home computer 

may be linked to the Internet using a phone-line modem or cable modem that talks to an 

Internet service provider (ISP). A computer in a business or university will usually have 

a network interface card (NIC) that directly connects it to a local area network (LAN) 

inside the business. The business can then connect its LAN to an ISP using a high-speed 

phone line like a T1 line. A T1 line can handle approximately 1.5 million bits per second, 

while a normal phone line using a modem can usually handle 30,000 to 50,000 bits per 

second.  

 

 

                                 HOME                           BUSINESS 

ISPs then connect to larger ISPs, and the largest ISPs maintain fiber-optic "backbones" 

for an entire nation or region. Backbones around the world are connected through fiber-

optic lines, undersea cables or satellite links.  In this way, every computer on the Internet 

is connected to every other computer on the Internet.  
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4. Clients and Servers 

In general, all of the machines on the Internet can be categorized as two types: servers 

and clients. Those machines that provide services (like Web servers or FTP servers) to 

other machines are servers. And the machines that are used to connect to those services 

are clients. When you connect to Yahoo! at www.yahoo.com to read a page, Yahoo! is 

providing a machine (probably a cluster of very large machines), for use on the Internet, 

to service your request. Yahoo! is providing a server. Your machine, on the other hand, is 

probably providing no services to anyone else on the Internet. Therefore, it is a user 

machine, also known as a client. It is possible and common for a machine to be both a 

server and a client, but for our purposes here you can think of most machines as one or 

the other.  

 

A server machine may provide one or more services on the Internet. For example, a 

server machine might have software running on it that allows it to act as a Web server, an 

e-mail server and an FTP server. Clients that come to a server machine do so with a 

specific intent, so clients direct their requests to a specific software server running on the 

overall server machine. For example, if you are running a Web browser on your machine, 

it will most likely want to talk to the Web server on the server machine. Your Telnet 

application will want to talk to the Telnet server, your e-mail application will talk to the 

e-mail server, and so on...  

 

5. About World Wide Web 

 

The World Wide Web (or the "Web") is a system of interlinked, hypertext documents 

that runs over the Internet. With a Web browser, a user views Web pages that may 

contain text, images, and other multimedia and navigates between them using hyperlinks. 

The Web was created around 1990 by the Briton Tim Berners-Lee and the Belgian 

Robert Cailliau working at CERN (The acronym originally stood, in French, for Conseil 

Européen pour la Recherche Nucléaire -European Council for Nuclear Research, which 

http://www.howstuffworks.com/email.htm
http://www.howstuffworks.com/framed.htm?parent=web-server.htm&url=http://www.webopedia.com/TERM/T/Telnet.html
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was a provisional council for setting up the laboratory, established by 11 European 

governments in 1952.), in Geneva, Switzerland. Since then, Berners-Lee has played an 

active role in guiding the development of Web standards (such as the markup languages 

in which Web pages are composed), and in recent years has advocated his vision of a 

Semantic Web. The semantic web is an evolving extension of the World Wide Web in 

which web content can be expressed not only in natural language, but also in a form that 

can be understood, interpreted and used by software agents, thus permitting them to find, 

share and integrate information more easily. It derives from W3C (World Wide Web 

Consortium) director Tim Berners-Lee's vision of the Web as a universal medium for 

data, information, and knowledge exchange. 

 

6. IP Addresses 

To keep all of these machines straight, each machine on the Internet is assigned a unique 

address called an IP address. IP stands for Internet protocol, and these addresses are 

32-bit numbers, normally expressed as four "octets" in a "dotted decimal number." A 

typical IP address looks like this:  

 

          216.27.61.137 

 

The four numbers in an IP address are called octets because they can have values 

between 0 and 255, which is 28 possibilities per octet. 

 

Every machine on the Internet has a unique IP address. A server has a static IP address 

that does not change very often. A home machine that is dialing up through a modem 

often has an IP address that is assigned by the ISP when the machine dials in. That IP 

address is unique for that session -- it may be different the next time the machine dials in. 

This way, an ISP only needs one IP address for each modem it supports, rather than for 

each customer.  

 

If you are working on a Windows machine, you can view a lot of the Internet information 

for your machine, including your current IP address and hostname, with the command 
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WINIPCFG.EXE (IPCONFIG.EXE for Windows 2000/XP). On a UNIX machine, type 

nslookup at the command prompt, along with a machine name, like www.yahoo.com -- 

e.g. "nslookup www.yahoo.com" -- to display the IP address of the machine, and you can 

use the command hostname to learn the name of your machine. (More information on IP 

addresses can be found on the Internet)  

 

As far as the Internet's machines are concerned, an IP address is all you need to talk to a 

server. For example, in your browser, you can type the URL http://64.233.167.104 

and arrive at the machine that contains the Web server for Google. On some servers, the 

IP address alone is not sufficient, but on most large servers it is. 

 

But this simple request/response protocol was quickly outgrown, and it wasn't long 

before HTTP was refined into a more complex protocol (currently version 1.1). Perhaps 

the greatest change in HTTP/1.1 is its support for persistent connections.  

 

In HTTP/1.0, a connection must to be made to the Web server for each object the browser 

wishes to download. Many Web pages are very graphic intensive, which means that in 

addition to downloading the base HTML page (or frames), the browser must also retrieve 

a number of images. Many of them may actually be quite small and merely sliced up to 

provide some hard-coded formatting framework to the rest of the HTML page.  

 

Establishing a connection for each one is wasteful, as several network packets of 

information have to be exchanged between the Web browser and Web server before the 

image data can ever start transmitting. In contrast, opening a single TCP connection that 

transmits the HTML document and then each image one-by-one is more efficient, as the 

negotiation of starting new TCP connections is eliminated. 

 

Of course, it is all very well to define HTTP as the protocol for a browser to 

communicate with a Web server. However, there is more to a Web server than its 

function a communications protocol. Ultimately, a Web server serves up content.  
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Domain Names 

Because most people have trouble remembering the strings of numbers that make up IP 

addresses, and because IP addresses sometimes need to change, all servers on the Internet 

also have human-readable names, called domain names. For example, www.google.co.in 

is a permanent, human-readable name. It is easier for most of us to remember 

www.google.co.in than it is to remember 64.233.167.104. 

The name www.googleworks.com actually has three parts:  

1. The host name ("www")  

2. The domain name ("google")  

3. The top-level domain name ("com")  

Domain names within the ".com" domain are managed by the registrar called Verisign. 

VeriSign also manages ".net" domain names. Other registrars (like RegistryPro, 

NeuLevel and Public Interest Registry) manage the other domains (like .pro, .biz and 

.org). VeriSign creates the top-level domain names and guarantees that all names within a 

top-level domain are unique. VeriSign also maintains contact information for each site 

and runs the "whois" database. The host name is created by the company hosting the 

domain. "www" is a very common host name, but many places now either omit it or 

replace it with a different host name that indicates a specific area of the site. For example, 

in encarta.msn.com, the domain name for Microsoft's Encarta encyclopedia, "encarta" is 

designated as the host name instead of www. 

 

Name Servers 

A set of servers called domain name servers (DNS) maps the human-readable names to 

the IP addresses. These servers are simple databases that map names to IP addresses, and 

they are distributed all over the Internet. Most individual companies, ISPs and 

universities maintain small name servers to map host names to IP addresses. There are 

also central name servers that use data supplied by VeriSign to map domain names to IP 

addresses.  

http://www.google.co.in/
http://www.google.co.in/
http://www.howstuffworks.com/dns.htm
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If you type the URL "http://www.yahoo.com/web-server.htm" into your browser, your 

browser extracts the name "www.yahoo.com," passes it to a domain name server, and the 

domain name server returns the correct IP address for www.yahoo.com. A number of 

name servers may be involved to get the right IP address. For example, in the case of 

www.yahoo.com, the name server for the "com" top-level domain will know the IP 

address for the name server that knows host names, and a separate query to that name 

server, operated by the Yahoo ISP, may deliver the actual IP address for the Yahoo server 

machine.  

On a UNIX machine, you can access the same service using the nslookup command. 

Simply type a name like "www.googleworks.com" into the command line, and the 

command will query the name servers and deliver the corresponding IP address to you.  

So here it is: The Internet is made up of millions of machines, each with a unique IP 

address. Many of these machines are server machines, meaning that they provide 

services to other machines on the Internet. You have heard of many of these servers: e-

mail servers, Web servers, FTP servers, Gopher servers and Telnet servers, to name a 

few. All of these are provided by server machines.  

Ports 

Ports are basically logical listening/requesting devices of a machine. Any server machine 

makes its services available to the Internet using numbered ports, one for each service 

that is available on the server. For example, if a server machine is running a Web server 

and an FTP server, the Web server would typically be available on port 80, and the FTP 

server would be available on port 21. Clients connect to a service at a specific IP address 

and on a specific port.  

Each of the most well-known services is available at a well-known port number. Here are 

some common port numbers:  

 echo 7  

 daytime 13  

 qotd 17 (Quote of the Day)  
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 ftp 21  

 telnet 23  

 smtp 25 (Simple Mail Transfer, meaning e-mail)  

 time 37  

 nameserver 53  

 nicname 43 (Who Is)  

 gopher 70  

 finger 79  

 WWW 80  

If the server machine accepts connections on a port from the outside world, and if a 

firewall is not protecting the port, you can connect to the port from anywhere on the 

Internet and use the service. Note that there is nothing that forces, for example, a Web 

server to be on port 80. If you were to set up your own machine and load Web server 

software on it, you could put the Web server on port 918, or any other unused port, if you 

wanted to. Then, if your machine were known as xxx.yyy.com, someone on the Internet 

could connect to your server with the URL http://xxx.yyy.com:918. The ":918" 

explicitly specifies the port number, and would have to be included for someone to reach 

your server. When no port is specified, the browser simply assumes that the server is 

using the well-known port 80. 

 

Protocols 

Once a client has connected to a service on a particular port, it accesses the service using 

a specific protocol. The protocol is the pre-defined way that someone who wants to use a 

service talks with that service. The "someone" could be a person, but more often it is a 

computer program like a Web browser. Protocols are often text, and simply describe how 

the client and server will have their conversation.  

Perhaps the simplest protocol is the daytime protocol. If you connect to port 13 on a 

machine that supports a daytime server, the server will send you its impression of the 

current date and time and then close the connection. The protocol is, "If you connect to 

me, I will send you the date and time and then disconnect." Most UNIX machines support 
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this server. If you would like to try it out, you can connect to one with the Telnet 

application. In UNIX, the session would look like this:  

%telnet web67.ntx.net 13 

Trying 216.27.61.137... 

Connected to web67.ntx.net. 

Escape character is '^]'. 

Sun Apr 15 08:34:06 2007 

Connection closed by foreign host. 

On a Windows machine, you can access this server by typing "telnet web67.ntx.net 13" at 

the MSDOS prompt.  

In this example, web67.ntx.net is the server's UNIX machine, and 13 is the port number 

for the daytime service. The Telnet application connects to port 13 (telnet naturally 

connects to port 23, but you can direct it to connect to any port), then the server sends the 

date and time and disconnects. Most versions of Telnet allow you to specify a port 

number, so you can try this using whatever version of Telnet you have available on your 

machine.  

The most basic form of the protocol understood by an HTTP server involves just one 

command: GET. If you connect to a server that understands the HTTP protocol and tell it 

to "GET filename," the server will respond by sending you the contents of the named file 

and then disconnecting. Here's a typical session:  

%telnet www.google.co.in 80 

Trying 64.233.167.104... 

Connected to google.co.in… 

Escape character is '^]'. 

GET http://www.google.co.in/ 

<html> 

<head> 

<title>Welcome to Google</title> 



 114 

  ... 

</body> 

</html> 

Connection closed by foreign host. 

In the original HTTP protocol, all you would have sent was the actual filename, such as 

"/" or "/web-server.htm." The protocol was later modified to handle the sending of the 

complete URL. This has allowed companies that host virtual domains, where many 

domains live on a single machine, to use one IP address for all of the domains they host. 

It turns out that hundreds of domains are hosted on 64.233.167.104-- the Google IP 

address.  

Putting It All Together 

Now you know a tremendous amount about the Internet. You know that when you type a 

URL into a browser, the following steps occur:  

 The browser breaks the URL into three parts:  

1. The protocol ("http")  

2. The server name ("www.yahoo.com")  

3. The file name ("web-server.htm")  

 The browser communicates with a name server to translate the server name, 

"www.yahoo.com," into an IP address, which it uses to connect to that server 

machine.  

 The browser then forms a connection to the Web server at that IP address on port 

80.  

 Following the HTTP protocol, the browser sends a GET request to the server, 

asking for the file "http://www.yahoo.com/web-server.htm."  

 The server sends the HTML text for the Web page to the browser. (Cookies may 

also be sent from server to browser in the header for the page.)  

 The browser reads the HTML tags and formats the page onto your screen.  
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7. Web Server Security 

You can see from this description that a Web server can be a pretty simple piece of 

software. It takes the file name sent in with the GET command, retrieves that file and 

sends it down the wire to the browser. Even if you take into account all of the code to 

handle the ports and port connections, you could easily create a C program that 

implements a simple Web server in less than 500 lines of code. Obviously, a full-blown 

enterprise-level Web server is more involved, but the basics are very simple.  

Most servers add some level of security to the serving process. For example, if you have 

ever gone to a Web page and had the browser pop up a dialog box asking for your name 

and password, you have encountered a password-protected page. The server lets the 

owner of the page maintain a list of names and passwords for those people who are 

allowed to access the page; the server lets only those people who know the proper 

password see the page. More advanced servers add further security to allow an encrypted 

connection between server and browser, so that sensitive information like credit card 

numbers can be sent on the Internet.  

That's really all there is to a Web server that delivers standard, static pages. Static pages 

are those that do not change unless the creator edits the page.  

Dynamic Pages 

But what about the Web pages that are dynamic? For example:  

 Any guest book allows you to enter a message in an HTML form, and the next 

time the guest book is viewed, the page will contain the new entry.  

 The whois form at Network Solutions allows you to enter a domain name on a 

form, and the page returned is different depending on the domain name entered.  

 Any search engine lets you enter keywords on an HTML form, and then it 

dynamically creates a page based on the keywords you enter.  

In all of these cases, the Web server is not simply "looking up a file." It is actually 

processing information and generating a page based on the specifics of the query. In 

almost all cases, the Web server is using something called CGI scripts to accomplish this 
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feat. CGI scripts are a topic unto themselves, and need an entire book for understanding 

it. 

 

Web Servers Serve Files 

The role of the web server, at its most basic level, is to send people your files over HTTP. 

It has a hard disk (often more than one) and stores your files like any other computer – if 

you do not upload a file called ‘index.html’, many servers will list all your files for you 

instead of providing a web page. It is the replacement of the index.html (named because 

it is supposed to be an index of files) that creates the illusion of everything on the server 

being one ‘web site’, instead of a set of files linked together. 

 

Web Servers Run Scripts 

Of course, web servers do not always just serve the same files over and over again. 

Sometimes they need to insert other information into pages, especially information that 

comes from databases. This is done with scripting languages like PHP and Perl – the 

server is told that it should give files that end in .pl or .php to the appropriate script 

interpreters, and these interpreters then tell the server what to send to the browser. This 

means that dynamic websites can often be slow, as the server is having to produce a 

different page for each visitor. 

 

Virtual Servers and Dedicated Servers 

When you buy web hosting, though, you are not necessarily getting a whole server to 

yourself – in fact, the chances are that you are not, unless you are paying lots of money. 

Instead, you’ll be sharing a server with the hosts’ other customers. You might not realize 

this, since the server does not appear to have anything on it that is not yours, but the other 

customers are simply being hidden from you – you are using what is known as a ‘virtual 

server’. 

 

For small websites, there is not really any option other than virtual servers: they are a 

great idea for letting resources be shared among lots of websites that do not use much of 

the server’s power or space. If one of the sites does start growing, though, you might find 



 117 

your website slowing down. Oddly enough, this fact means that it is often better to find a 

host that offers price plans with limits instead of one that offers ‘unlimited’ disk space 

and bandwidth to each customer – your website will be much faster at the ‘limited’ host. 

 

More Than You would Think. 

One thing that people do not often think about is that there is more than one web server 

program out there. It is not really visible to visitors, since they all do basically the same 

thing, but there are lots of servers available, and they are all quite different in the way 

they work. There are three main groups: 

Apache. The open source Apache software is the most popular server software out there, 

with around 70% of the market share. 

 

Microsoft servers. Microsoft are responsible for the various versions of IIS (Internet 

Information Server) and PWS (Personal Web Server), which altogether have around 20% 

of the market. 

 

Sun servers. Sun produce lots of servers, most notably the Netscape-branded ones. The 

market share of these servers depends on whether you count all sites (making it 3%) or 

just the actively maintained ones (in which case it drops to less than 1%). 

(Source for statistics: netcraft.com.) 

 

Other servers available are mostly ’simple’ servers that do not have all the somewhat 

unnecessary features of these servers, such as thttpd (the ‘t’ is for tiny or turbo). There are 

literally hundreds of them, but they have mostly negligible market share.  

 

8. Check your progress 

 

1) What locates a particular page in the world wide web: domain, URL, path, IP 

Address? 

2) Which is a company that provides individuals and other companies access to the 

Internet and other related services such as Web site building and virtual hosting. 
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a. ISP     b. ASP     c. SAP    d. OSP 

3) _________________ is a rule in a network for communications between the network 

devices 

4) What is a port in a web server? 

5) Which is a freely available Web server that is distributed under an open source 

license?  

a. Apache  

b. Linux  

c. GNU  

d. Open Service Gateway Initiative  

6) Suppose you want to send an e-mail note to someone on the Internet. Which of these 

do you NOT need?  

      a. browser    b. Internet service provider    c. at sign    d. address     e. connection  

7) Explain what a client is and what is a server? 

8) What is a name server? 

9) What is HTTP? 

10) What happens behind the scenes when an website address is search for in the browser 

software (such as Internet Explorer, Mozilla, Opera etc) 

 

9. Reference: 

1. http://computer.howstuffworks.com/web-server.htm 

2. http://www.serverwatch.com/tutorials/article.php/10825_1407961_7 

3. http://students.nebrwesleyan.edu/tutorial/mysql/ 

4. Palmer, Pete Schneider, Adam with Chenette, Anne; The Web Server Handbook, 

Prentice Hall Publication, 1996 
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